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EXECUTIVE SUMMARY 
 

The annual exercise of forecasting annual returns to natal streams is a critical aspect of 

management and conservation of Pacific salmon. This project involves the enhancement and 

further development of a computer program (henceforth called ForecastR) primarily in 

response to recommendations to the PSC in ‘Review of Methods for Forecasting Chinook 

Salmon Abundance in the Pacific Salmon Treaty Areas’ (Peterman et al. 2016). ForecastR relies 

on the open-source statistical software R (R Core Team 2018) to generate age-specific (or total 

abundance) forecasts of salmon escapement or terminal run using a variety of generic models 

and enabling users to perform interactive tasks with the help of a Graphical User Interface 

(GUI). These tasks include: (a) the selection of forecasting approaches from a wide set of 

statistical and/or mechanistic models for forecasting terminal run and escapement ; (b) the 

selection of several measures of retrospective forecast performance (e.g., MRE, MAE, MAPE, 

MASE, RMSE); (c) the comparison of forecasting models and model selection and ranking; and, 

(d) the reporting of forecasting results (point forecasts and interval forecasts) and diagnostics 

by producing either  detailed reports or executive-summary reports.  

 

The original design of ForecastR involved the generation of age-specific or total-abundance 

forecasts using several forecasting approaches, including: (i) simple and complex sibling 

regressions with the ability to include environmental/biological covariates; (ii) time series 

models such as ARIMA, exponential smoothing, and naïve models (based on preceding 1 year, 3 

years or 5 years in abundance time series); and (iii) mechanistic models such as average return 

rate models that depend on auxiliary data such as the number of outmigrant juveniles, the 

number of hatchery fish released or the number of spawners in previous years. For both age-

structured and non-age-structured data, AIC-based model selection (Burnham and Anderson 

2002) takes place within model types (e.g., ARIMA and exponential smoothing) prior to model 

ranking across model types based on the abovementioned metrics of retrospective evaluation. 

 

This report provides details about the current phase of the ForecastR project 

'forecastR_phase4' (https://github.com/avelez-espino/Ck-ForecastR-Releases) and its 

predecessor, ‘ForecastR_Phase-3_Release4’ (https://github.com/avelez-

espino/ForecastR_Phase3_Release4), which was released in 2017. The 'forecastR_phase4' 

release incorporated improvements and refinements to the GUI and incorporated a Kalman-

Filter sibling regressions module to consider the effects on forecasts of potential trends in 

survival and/or maturity. The inclusion in ForecastR of a Kalman filter module responded to 

recommendations to the PSC in Peterman et al. (2016). In addition, two important 

developments took place during this phase of the ForecastR project: (1) the code has been 

converted into and R-package to facilitate distribution of the program, allow optimal tracking of 

functions, and provide the ideal environment for future development; and, (2) an html-based 

https://github.com/avelez-espino/Ck-ForecastR-Releases
https://github.com/avelez-espino/ForecastR_Phase3_Release4
https://github.com/avelez-espino/ForecastR_Phase3_Release4
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Shiny application has been produced to allow online forecasting exercises. Progress was made 

also on two other forecasting approaches, namely the complex-sibling-regression module and 

the return-rate mechanistic module. These two modules will be incorporated in the future and 

made available in a new ForecastR release. 
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ForecastR: tools to automate forecasting procedures for salmonid terminal 
run and escapement 

 
Vélez-Espino, L.A., Parken, C.K., Clemons, E.R., Peterson, R., Ryding, K., Folkes, M., and Pestal, G. 

 

1. BACKGROUND 

The need for modern, robust, and transparent forecasting procedures is a common theme in the 

scientific and management arenas concerned with salmonid populations, including salmon stocks 

originating in British Columbia, Washington, Oregon and Alaska. Terminal run and escapement 

forecasts are important to guide management and conservation actions for stocks coast wide. This 

information becomes particularly important to guide management actions in terminal areas and for 

implementation of the Pacific Salmon Treaty (PST). The ForecastR project began in 2013 using funds 

allocated to the Chinook Technical Committee (CTC) of the Pacific Salmon Commission (PSC) for the 

completion of the ‘Model Improvements’ assignment specified in Chapter 3 of the 2009 PST. These 

funds were exhausted in 2015 after the completion of phase-1 and phase-2 of the project and further 

development of ForecastR took place in 2016-2017 thanks to a PSC Southern Endowment Fund (SEF) 

grant. This report documents ForecastR’s current capabilities and improvements after completion of 

phases 3 and 4 of the project funded by the SEF and completed on February 2017 and February 2019, 

respectively: “Automating procedures for forecasting of terminal run and escapement of Chinook, 

Coho and Chum salmon stocks using open-source statistical software” (https://github.com/avelez-

espino/ForecastR_Phase3_Release4) and “Automating procedures for forecasting of terminal run and 

escapement of Chinook, Coho and Chum salmon stocks using open-source statistical software: Chapter 

2” (https://github.com/avelez-espino/Ck-ForecastR-Releases). The former was used by the CTC to 

produce Chinook salmon forecasts in 2017 and 2018. The latter was used to produce forecasts in 2019. 

But the generic models and both model selection and model ranking processes incorporated in 

ForecastR can be applied to all species and stocks of salmonids, particularly Chinook, Coho and Chum 

salmon. ForecastR relies on the open-source statistical software R (R Core Team 2018) to generate age-

specific or total-abundance forecasts of escapement or terminal run using a variety of forecasting 

models. 

The main objectives of phase 4 of the ForecastR project were: (1) to enhance ForecastR’s capabilities 

by including additional forecasting modules; and, (2) improving the user interface in order to enable a 

broader usage by fisheries managers, research biologists, and other intended users. The automated 

forecast computation, MS Word or PDF reporting features, and wider variety of forecasting modules 

envisioned for this new chapter of ForecastR is expected to provide a unified and flexible approach to 

forecasting stock abundance, enabling users to speed up production, and evaluate and compare stock 

abundance forecasts. Other benefits to the users include the ability to select a subset of run years or 

https://github.com/avelez-espino/ForecastR_Phase3_Release4
https://github.com/avelez-espino/ForecastR_Phase3_Release4
https://github.com/avelez-espino/Ck-ForecastR-Releases
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brood years when fitting a forecasting model, the ability to incorporate auxiliary information when 

producing forecasts of stock abundance, the ability to incorporate environmental and biological 

covariates into the forecasting exercise, the ability to rank competing forecasting models with respect 

to their forecast performance to choose the best forecasting model, and the ability to produce and 

explore model and forecast diagnostics.   

 

2. FORCASTR’S CAPABILITIES   

2.1  Overview of project design 

ForecastR comprises an R-package and a Graphical User Interface (GUI) that enable users to perform 

the following interactive tasks with the help of: (a) the selection of forecasting approaches from a wide 

set of statistical and/or mechanistic models for forecasting terminal run or escapement; (b) the 

selection of several error measures to evaluate retrospective forecast performance (e.g., MRE, MAE, 

MAPE, MASE, RMSE); (c) the comparison of best forecasting models and model ranking based on the 

selected performance metrics; and, (d) the reporting of forecasting results (point forecasts and interval 

forecasts) and diagnostics by producing either detailed reports or executive summaries in MS Word or 

PDF (Appendices A and B show examples of ForecastR’s reports). Figure 1 shows the process flow 

during a forecasting exercise as implemented in ForecastR, from model fitting to the generation of 

reports. 

The original design of ForecastR involved the generation of age-specific or total-abundance forecasts 

using several forecasting approaches, including: (i) simple and complex sibling regressions with the 

ability to include environmental/biological covariates; (ii) time series models such as ARIMA, 

exponential smoothing, and naïve models (e.g., based on preceding 1 year, 3 years or 5 years in 

abundance time series); and (iii) mechanistic models such as average return rate models that depend 

on auxiliary data such as the number of outmigrant juveniles, the number of hatchery fish released or 

the number of spawners. For both age-structured and non-age-structured data, model selection based 

on the Akaike’s Information Criterion (AIC; Burnham and Anderson 2002) takes place within model 

types (e.g., ARIMA, exponential smoothing, complex sibling regressions) prior to model ranking across 

model types based on the abovementioned metrics of retrospective error. 

The majority of ForecastR’s originally-envisioned modules were completed in the previous phase of the 

project, ‘ForecastR_Phase-3_Release4’. Phase-4 focused on improvements and refinements of the GUI 

by developing a Shiny App and the consolidation of the R-code into an R-package as well as the 

incorporation of Kalman-Filter sibling regressions to address the effects on forecasts of potential 

trends in survival or maturity. The inclusion in ForecastR of a Kalman-Filter module responded to 

recommendations to the PSC in ‘Review of Methods for Forecasting Chinook Salmon Abundance in the 

Pacific Salmon Treaty Areas’ (Peterman et al. 2016). In addition, significant progress was made on the 
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complex-sibling-regression, and the mechanistic-model module, and new ForecastR’s features 

envisioned by the proponents of this project were incorporated to enhance its current capabilities. 

These additional capabilities as well as the main tasks involved in this new chapter of the ForecastR 

project are described in detail in the following sections. 

 

 

Figure 1: Schematic of process flow in ForecastR 

 

2.2  Graphical User Interphase (GUI) 

During the development of ‘forecastR_phase4” substantial efforts were invested improving the user 

interface to ease access by fisheries managers, research biologists, and other intended users. During 

the previous phases, and despite progress developing a GUI, it was challenging to complete the GUI in 

part because the ‘PBSmodelling’ R package originally used for this purpose has not been actively 

maintained/updated and therefore challenges were encountered to link all forecasting modules to the 

GUI. Hence, phase-4 of the project developed a new GUI, replacing ‘PBSmodelling’ with the R package 

‘shiny’ (Winston et al 2017; https://cran.r-project.org/web/packages/shiny/shiny.pdf) to produce a 

higher quality user interface and secure a lasting functionality.  

The enhanced GUI enables the user to select amongst forecasting models, measures of retrospective 

performance, bootstrapping methods, number of bootstrap samples, type of model ranking (age-

specific or across-ages), subset of run years for the analysis, and type of ForecastR Report (Figure 2). 
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https://cran.r-project.org/web/packages/shiny/shiny.pdf
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Figure 2: Schematic representation of ForecastR’s design and the role of the Graphic User’s Interface 

(GUI). 

 

The ForecastR App is a standalone front-end for the functions contained in the forecastR package. 

The main purpose of the app is to allow users to easily explore alternative forecast models and 

compare their performance. 

 

The workflow is: 

 Load in a data file 

 Explore forecast models one at a time (and check sensitivity to different model settings) 

 Based on model explorations, identify a short-list of candidate models 

 Compare the candidate models based on retrospective performance (and check sensitivity to 

different ranking approaches) 

 build a custom report (To be implemented in next phase) 
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The App is built in Shiny and runs in a browser. There are two options for running the app: 

 Remotely, from the shiny server. 

 Locally, by running the launchForecastR() function in R 

 

ForecastR’s GUI includes four interactive windows: Data Loading, Explore, Compare, and Report. 

Examples of these interphases are shown in Figures 3-6. Data Loading allows the user to browse files in 

his/her computer to load the data to be used in the forecasting exercise (Figure 3). ForecastR requires 

a single .csv input file. Users forecasting on the basis of age-specific data have to format their data 

following the C1 or C3 examples in Appendix C whereas users counting only with total-abundance data 

have to format their data following the C2 or C4 examples. The data in the input file will be instantly 

visualized in the interphase as shown in Figure 3. 

 

 

 

Figure 3: Example of ForecastR’s Graphic User’s Interface (GUI): Data Loading. 

 

Once the data is loaded, the Explore interphase becomes active and the user can visualize the data 

(Figure 4), the fitted values of forecasting models as well as time series plots including the forecast 

data points and values. In this interphase there is a sliding bar to instantly change the years included in 

https://solv-code.shinyapps.io/forecastr/%5D
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the exercise. In addition, all plots available in the four tabs (Fits &Forecast, Residuals-Pattern, 

Residuals-Histogram, Residuals-QQ Norm) can be compiled into a PDF report. This interphase also 

allows users to select whether or not the Box-Cox transformation is desired for the ARIMA and 

Exponential Smoothing models, the number of years to define the naïve model, and the number of 

years used for the Kalman-Filter sibling regression forecast. The main purpose of the Explore 

interphase is to assist users to make decisions about the run years and models to be included in the 

forecasting exercise prior to model ranking and the generation of final reports. 

 

 

Figure 4: Example of ForecastR’s Graphic User’s Interface (GUI): Explore. 

 

The Compare interphase allows the user to compare forecasts and the performance of selected models 

using a variety of retrospective-error metrics and retrospective techniques (Figure 5). This interphase 

also includes tabs to visualize age-specific or across-ages model ranking, following the approaches 

described in Section 2.5.3. In this interphase interval forecasts can be produced in three ways: 

Bootstrap (create variations of the time series, then calculate the forecast for each), Prediction 

(calculate upper and lower prediction bounds using the built-in prediction functions, then generate a 

probability distribution) or Retrospective (generate a normal fit to the log residuals from the 
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retrospective, then generate a trimmed probability distribution). For the types of bootstrap methods 

available see Section 2.6. 

  
 

 
 

Figure 5: Example of windows in ForecastR’s Graphic User’s Interface (GUI): Compare 

 

Lastly, the Report interphase (Figure 6) will allow the user to select all models to be formally included 

in the forecasting exercise and to select the desired kind of report: PDF – Key plots, PDF – All plots, 

Word Executive Summary or Word Full Report. The Word versions include cover page(s), tables, 

figures, captions, and stat tutorials organized by report sections. The Report interphase  is currently a 

placeholder for future development where the user will be able to select the features (Tables, Figures, 

Cover page, etc.) to be included in a customized report. 
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Figure 6: Example of ForecastR’s Graphic User’s Interface (GUI): Reports 

 

2.3  Forecasting models in ForecastR 

2.3.1  Naïve time series models  

Several naïve models (i.e., simple time series models without explicitly modeled mechanisms) have 

performed well forecasting Pacific salmon escapements (Haeseker et al. (2008). In ForecastR, naïve 

time series models are used to predict escapement or terminal run at age a for the return year RY + 1 

from escapement or terminal run at age a for the return years RY, RY-2, RY-4, thus representing naïve 

models based on the age-specific abundance of the current year, the last three years or the last 5 

years, respectively.  

For model RY, the naïve time series model predicts escapement or terminal run at age a for the return 

year RY+ 1 from escapement or terminal run at age a based on the equation: 
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1, ,RY a RY aA A   
 

For RY-2, RY-4, or any other desired time lag, naïve time series models predict escapement or terminal 

run at age a for the return year RY + 1 from escapement at age a for the previous n return years 

corresponding to that same age as: 

,0
1,

1

n

RY i ai
RY a

A
A

n



  




 

 

2.3.2 ARIMA models  

ARIMA models are a general class of models for forecasting a univariate time series which can be 

stationarized by transformations such as differencing and logging (Chatfield 2004). The acronym 

ARIMA stands for "Auto-Regressive Integrated Moving Average."  

ARIMA models are represented using the ARIMA notation (p, d, q), where p is the number of 

autoregressive terms, d is the number of (non-seasonal) differences, and q is the number of lagged 

forecast errors in the forecasting equation. If selected by the user, the Box-Cox transformation can be 

applied to each time series prior to carrying out the ARIMA modeling. The transformation can stabilize 

the variance of the original time series (e.g., by removing large fluctuations in the series or by making 

the patterns noticed in the series more consistent across the entire span of the series). As a result, the 

transformation can lead to simpler forecasting models which may produce more accurate forecasts. 

The Box-Cox transformation encompasses a family of transformations that includes logarithmic and 

power transformations. Its application involves identifying an appropriate exponent (lambda) which 

indicates the power to which all of the original time series values should be raised prior to modeling. 

The method identifies the lambda value which minimizes the coefficient of variation for subseries of 

the original time series. Once the optimal value for the exponent lambda governing the Box-Cox 

transformation is determined, the ARIMA (or exponential smoothing) models are applied to the Box-

Cox transformed data in order to produce point forecasts of abundance. These point forecasts are 

back-transformed via a reverse Box-Cox transformation to obtain point forecasts on the original scale. 

Further details about the Box-Cox transformation can be found at https://www.otexts.org/fpp/2/4. 

Forecasting a univariate time series on the basis of ARIMA modeling involves three steps:   

1. Identification: Differencing of order d is applied to make the time series stationary;  

2. Estimation: An ARMA (p, q) model is fitted to the differenced time series;  

3. Forecasting: The ARIMA (p, d, q) model is used to forecast future values of the time series.  

 

https://www.otexts.org/fpp/2/4


10 
 

ForecastR relies on the auto.arima() function from the R package "forecast" (Hyndman and Khandakar 

2008) to implement the steps described above. This function uses automation to identify the orders p, 

d, and q of the ARIMA models fitted to historical terminal run or escapement data series specific to 

each age class. Specifically, the auto.arima() function finds the order of differencing d first and then 

identifies the orders p and q via AIC. The function then proceeds to estimate the unknown parameters 

describing the ARIMA (p, d, q) models and to produce point and interval forecasts.  

 

2.3.3 Exponential Smoothing models  

Exponential Smoothing (ETS) models are a general class of novel state-space models for forecasting a 

univariate time series (Gelper et al. 2010). The acronym ETS can be thought of as ExponenTial 

Smoothing, but in effect denotes the error (E), trend (T), and seasonal components (S) which can be 

used to describe the time series to be forecasted. The trend component represents the growth or the 

decline of the time series over an extended period of time. For time series defined at time intervals 

which are fractions of a year (e.g., months), the seasonal component is a pattern of change that 

repeats itself from year to year. The error component captures irregular, short-term fluctuations 

present in the series, which cannot be attributed to the trend and seasonal components.  

Exponential Smoothing models can be classified according to the nature of the error, trend, and 

seasonal components of the underlying time series. The error (E) component can be either additive (A) 

or multiplicative (M). The trend (T) component can be additive (A), multiplicative (M) or inexistent (N). 

The trend (T) component can also be dampened additively (Ad) or multiplicatively (Md). The seasonal 

(S) component can be either additive (A), multiplicative (M) or inexistent (N).  

Each particular combination of options for the error, trend and seasonal components of a time series 

gives rise to a specific exponential smoothing model. Since the possibilities for each component are 

Error = {A, M}, Trend = {N, A, Ad, M, Md} and Seasonal = {N, A, M}, in total there exist 2 x 5 x 3 = 30 

such exponential smoothing models. A complete list of the 30 exponential smoothing models is 

available at https://www.otexts.org/fpp/7/7. This list distinguishes between models with additive 

errors and models with multiplicative errors. Each model consists of a measurement equation which 

describes the observed time series data and some transition equations which describe how the 

unobserved states of the time series (i.e., level, trend, seasonal) change over time.  

The ets() function from the R package "forecast" is used in this report to implement exponential 

smoothing. Given an input time series, the ets() function uses AIC to select the optimal exponential 

smoothing model for that series. The input time series for the ets() function include age-specific and 

total terminal run or escapement for a given salmon stock. For each of these series, the ets() function 

will produce an optimal exponential smoothing model after performing automated model selection on 

the basis of AIC. The optimal model will be such that it will have the smallest AIC value among all 

candidate models entertained during the model selection process.  

https://www.otexts.org/fpp/7/7
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If selected by the user, the Box-Cox transformation can be applied to each time series prior to carrying 

out the Exponential Smoothing modeling (see Section 2.3.2). 

 

2.3.4 Simple and complex sibling regressions  

The simple sibling model is one of the customary methods for calculating preseason forecasts of adult 

return abundance for populations of Pacific salmon (Haeseker et al. 2007). In ForecastR, the sibling 

regression methodology is applicable to all individual age components of the terminal run or 

escapement for a salmon stock represented in the available data, except for the youngest age (i.e., age 

2) component for obvious reasons, and has the capability to run complex sibling regressions.  The 

methodology involves the three steps outlined below. 

 

Older ages 

Step 1: A series of candidate sibling regression models is postulated for each individual age component 

of the terminal run or escapement (except for the youngest age). Each of these models relates the 

older age component of abundance to one or more of the younger age components of abundance 

expressed as individual variables or a single pooled-age variable and one or more external covariates 

supplied by the user (e.g., ocean covariates such as sea surface temperature).  The maximum number 

of independent variables accepted in ForecastR is four: the immediately younger age and three 

covariates. The older and younger age components of terminal run included in a sibling regression 

model are all indexed by the same brood year.  The external covariates supplied by the user have to be 

indexed by brood year + T, the time lag for the assumed effect a covariate on the abundance, return 

rate or survival of brood year-specific fish. The correct alignment of salmon abundance brood year and 

covariate brood year + T is supplied by the user and it would depend on both salmon age at return and 

the type of covariate. Appendix C shows examples of ForecastR’s input files with and without 

covariates. 

Step 2: All sibling regression models postulated for an individual age component are compared on the 

basis of the AIC or AICC corrected for small sample sizes (Burnham and Anderson 2002) in order to 

determine the 'best' model for that component. AIC is defined as AIC = -2log(L) + 2k, where L is the 

likelihood of the model and k is the total number of model parameters and initial states that have been 

estimated. The small sample bias corrected AIC, AICc, is defined as AICc = AIC + 2(k+1)(k+2)/(O-k), 

where O is the number of observations in the time series. When comparing a set of candidate models 

based on their corresponding AICc values, the model with the smallest value of AICc is preferred and 

deemed to be the best among all considered models.  

Step 3: Once the 'best' sibling regression model for each age component is identified, these are used to 

forecast the value of the terminal run or escapement of the forecasted year for each corresponding 

age class. In the case of the log-power sibling regressions, a bias correction is applied after back 

transformation to original scale following the procedures in Sprugel (1983). 
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Originally, ForecastR considered only the simplest forms of sibling regression models, which are 

illustrated in Table 1. 

 

Table 1:  Example (ages 2 to 5) of simple sibling regression models in ForecastR. Minimum and 
maximum ages are flexible in ForecastR. 
 

Simple Sibling Regression Models 

A = Stock Abundance (e.g. terminal run or escapement); yr = Return Year 

Simple Linear Regression Models: 

 

 𝐴𝑎𝑔𝑒 5,𝑦𝑟 =  𝛽1 ∙  𝐴𝑎𝑔𝑒 4,𝑦𝑟−1 +  𝜀 

𝐴𝑎𝑔𝑒 4,𝑦𝑟 =  𝛽1 ∙  𝐴𝑎𝑔𝑒 3,𝑦𝑟−1 +  𝜀 

𝐴𝑎𝑔𝑒 3,𝑦𝑟 =  𝛽1 ∙  𝐴𝑎𝑔𝑒 2,𝑦𝑟−1 +  𝜀 

 

Log-Power Regression Models: 

 

 log(𝐴𝑎𝑔𝑒 5,𝑦𝑟) =  𝛽0 +  𝛽1  ∙  log(𝐴𝑎𝑔𝑒 4,𝑦𝑟−1)  +  𝜀 

log(𝐴𝑎𝑔𝑒 4,𝑦𝑟) =  𝛽0 +  𝛽1  ∙  log(𝐴𝑎𝑔𝑒 3,𝑦𝑟−1)  +  𝜀 

log(𝐴𝑎𝑔𝑒 3,𝑦𝑟) =  𝛽0 +  𝛽1  ∙  log(𝐴𝑎𝑔𝑒 2,𝑦𝑟−1)  +  𝜀 

 

Currently, ForecastR enhances simple sibling regression models in Table 1 by including a series of 

model extensions, which are obtained by allowing the sibling regression models to include (i) 

additional explanatory variables (i.e., stock abundance at other ages) and/or (ii) covariates.  This is a 

novel and valuable approach to the application of sibling regressions to forecast escapement and 

terminal run in salmonids. The inclusion of environmental indicators in forecasting of adult returns in 

salmonids can not only strengthen forecasting abilities but also allow the interpretation of ecosystem 

processes (Burke et al. 2013). Table 2 shows examples of these models. 

 

Youngest age 

Both sibling and log-power regression methodologies are applicable only to the older age components 

of abundance. These models are not applicable to the youngest age represented in the available 

historical data (i.e., age 2). For the youngest age, naïve modeling (i.e., average of previous five years) 

and time series modeling (i.e., ARIMA and exponential smoothing) are utilized instead to identify the 

best forecasting model. Model ranking takes place to select the ‘best’ of three time series models for 

the youngest age. The methodology involves five steps, which are described below. 
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Step 1: Three different models to the abundance (i.e., escapement or terminal run) time series 

available for the youngest age: 1) a naïve time series model (i.e., average of previous 5 years); 2) an 

ARIMA time series model; and, 3) an exponential smoothing model. Automatic model selection based 

on AIC is used to determine the optimal ARIMA model for the escapement series corresponding to the 

youngest age. In a similar fashion, AIC is used to select the optimal exponential smoothing model for 

the escapement series corresponding to the youngest age. If selected by the user, the Box-Cox 

transformation can be applied to the time series available for the youngest age of the stock prior to 

carrying out the ARIMA and exponential smoothing modeling.  

Step 2: Each of the three models (i.e., the naïve model along with the optimal ARIMA and optimal 

exponential smoothing models) are used to compute retrospective point forecasts of abundance for all 

of the historical return years preceding the forecasting year except for the first user-defined number of 

historical return years. 

Step 3: For each model identified in the previous step, the retrospective point forecasts of abundance 

for the youngest age are added to the retrospective point forecasts of abundance for the older ages 

which were produced by sibling regression. This enables the computation of retrospective point 

forecasts of total abundance for all of the historical return years preceding the forecasting year except 

for the first user-defined number of historical return years. Comparing these retrospective point 

forecasts against the actual escapement or terminal run values yields the retrospective forecast errors. 

Step 4: The retrospective point forecasts of total escapement along with the accompanying 

retrospective forecast errors are used to compute the RMSE measure corresponding to each of the 

naïve, ARIMA and exponential smoothing models. 

Step 51: The naïve, ARIMA and exponential smoothing models used to forecast the youngest age 

component of the stock are compared based on the values of the RMSE measure and the model with 

the lowest value for this measure is retained. The winning model (i.e., the model producing the lowest 

RMSE value) will be the one used to forecast abundance for the youngest age component of the stock. 

 

 

Table 2:  Example of complex sibling regression models included in ForecastR. The examples are based 

on a 2-5 age structure but the program will work with any other salmonid age-structure. In the models 

below, variable C represents environmental/biological covariates lined up by time lags (T) unique to 

each covariate. Cases with a single age as independent variable are not shown because they would be 

the simple sibling regressions shown in Table 1. In the case of multiple linear regressions with 

covariates, up to 2 covariates C can be incorporated in addition to the abundance of the immediately 

younger age. 

 

                                                           
1 ‘forecastR_phase4’ uses the naïve-5 model to produce the forecast for the youngest age in the sibling regression modules. 
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Complex Sibling Regression Models 

A = Stock Abundance (e.g., terminal run or escapement); yr = Return Year; C = Covariate 

Pooled-age Linear Regression Models Without Covariates: 

𝐴𝑎𝑔𝑒 5,𝑦𝑟 =  𝛽1  ∙ (𝐴𝑎𝑔𝑒 4,𝑦𝑟−1 +  𝐴𝑎𝑔𝑒 3,𝑦𝑟−2 +  𝐴𝑎𝑔𝑒 2,𝑦𝑟−3)  +  𝜀 

 𝐴𝑎𝑔𝑒 5,𝑦𝑟 =  𝛽1  ∙ (𝐴𝑎𝑔𝑒 4,𝑦𝑟−1 +  𝐴𝑎𝑔𝑒 3,𝑦𝑟−2)  +  𝜀 

𝐴𝑎𝑔𝑒 4,𝑦𝑟 =  𝛽1  ∙ (𝐴𝑎𝑔𝑒 3,𝑦𝑟−1 +  𝐴𝑎𝑔𝑒 2,𝑦𝑟−2)  +  𝜀 

 

Multiple Linear Regression Models With Covariates: 

 𝐴𝑎𝑔𝑒 5,𝑦𝑟 =  𝛽1  ∙  𝐴𝑎𝑔𝑒 4,𝑦𝑟−1 +  𝛽2  ∙ 𝐴𝑎𝑔𝑒 3,𝑦𝑟−2 +  𝛽3  ∙ 𝐴𝑎𝑔𝑒 2,𝑦𝑟−3  +  𝜀       OR 

𝐴𝑎𝑔𝑒 5,𝑦𝑟 =  𝛽1  ∙  𝐴𝑎𝑔𝑒 4,𝑦𝑟−1 +  𝛽2  ∙ 𝐶1,𝑦𝑟−𝑇 + 𝛽3  ∙ 𝐶2,𝑦𝑟−𝑇  +  𝜀 

 𝐴𝑎𝑔𝑒 5,𝑦𝑟 =  𝛽1  ∙  𝐴𝑎𝑔𝑒 4,𝑦𝑟−1 +  𝛽2  ∙ 𝐴𝑎𝑔𝑒 3,𝑦𝑟−2  +  𝜀                                      OR 

𝐴𝑎𝑔𝑒 5,𝑦𝑟 =  𝛽1  ∙  𝐴𝑎𝑔𝑒 4,𝑦𝑟−1 +  𝛽2  ∙ 𝐶𝑦𝑟−𝑇  +  𝜀 

𝐴𝑎𝑔𝑒 4,𝑦𝑟 =  𝛽1  ∙  𝐴𝑎𝑔𝑒 3,𝑦𝑟−1 +  𝛽2  ∙ 𝐴𝑎𝑔𝑒 2,𝑦𝑟−2  +  𝜀                                       OR 

𝐴𝑎𝑔𝑒 4,𝑦𝑟 =  𝛽1  ∙  𝐴𝑎𝑔𝑒 3,𝑦𝑟−1 +  𝛽2  ∙ 𝐶𝑦𝑟−𝑇  +  𝜀 

 

Log-Power Pooled-age Regression Models Without Covariates: 

 log (𝐴𝑎𝑔𝑒 5,𝑦𝑟) =  𝛽0 +  𝛽1  ∙  log(𝐴𝑎𝑔𝑒 4,𝑦𝑟−1 + 𝐴𝑎𝑔𝑒 3,𝑦𝑟−2 +  𝐴𝑎𝑔𝑒 2,𝑦𝑟−3)  +  𝜀 

 log (𝐴𝑎𝑔𝑒 5,𝑦𝑟) =  𝛽0 +  𝛽1  ∙  log(𝐴𝑎𝑔𝑒 4,𝑦𝑟−1 + 𝐴𝑎𝑔𝑒 3,𝑦𝑟−2)  +  𝜀 

log (𝐴𝑎𝑔𝑒 4,𝑦𝑟) =  𝛽0 +  𝛽1  ∙  log(𝐴𝑎𝑔𝑒 3,𝑦𝑟−1 + 𝐴𝑎𝑔𝑒 2,𝑦𝑟−2)  +  𝜀 

 

Log Power Regression Models With Covariates: 

log (𝐴𝑎𝑔𝑒 5,𝑦𝑟) = 𝛽0 + 𝛽1 ∙ log(𝐴𝑎𝑔𝑒 4,𝑦𝑟−1) + 𝛽2 ∙ log(𝐴𝑎𝑔𝑒 3,𝑦𝑟−2) + 𝛽3 ∙  log(𝐴𝑎𝑔𝑒 2,𝑦𝑟−3) + 𝜀 

OR 

log (𝐴𝑎𝑔𝑒 5,𝑦𝑟) = 𝛽0 + 𝛽1 ∙ log (𝐴𝑎𝑔𝑒 4,𝑦𝑟−1) + 𝛽2 ∙ log (𝐶1,𝑦𝑟−𝑇) + 𝛽3 ∙  log (𝐶2,𝑦𝑟−𝑇) + 𝜀 

 log (𝐴𝑎𝑔𝑒 5,𝑦𝑟) = 𝛽0 + 𝛽1 ∙ log (𝐴𝑎𝑔𝑒 4,𝑦𝑟−1) + 𝛽2 ∙ log (𝐴𝑎𝑔𝑒 3,𝑦𝑟−2)  +  𝜀        OR 

log (𝐴𝑎𝑔𝑒 5,𝑦𝑟) = 𝛽0 + 𝛽1 ∙ log (𝐴𝑎𝑔𝑒 4,𝑦𝑟−1) + 𝛽2 ∙ log (𝐶𝑦𝑟−𝑇)  +  𝜀 

log (𝐴𝑎𝑔𝑒 4,𝑦𝑟) = 𝛽0 + 𝛽1 ∙ log (𝐴𝑎𝑔𝑒 3,𝑦𝑟−1) + 𝛽2 ∙ log (𝐴𝑎𝑔𝑒 2,𝑦𝑟−2)  +  𝜀         OR 

log (𝐴𝑎𝑔𝑒 4,𝑦𝑟) = 𝛽0 + 𝛽1 ∙ log (𝐴𝑎𝑔𝑒 3,𝑦𝑟−1) + 𝛽2 ∙ log (𝐶𝑦𝑟−𝑇)  +  𝜀 
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2.3.5 No-age module 

ForecastR has the ability to run simultaneously Naïve 1, Naïve 3, Naïve 5, ARIMA, and Exponential 

Smoothing models for stocks with no age-specific data and conduct model ranking to identify a best 

forecasting model based on several retrospective point forecast performance measures (see Section 

2.5). The user can select all models and all retrospective measures or subsets of these in each 

forecasting exercise. 

 

2.3.6 Mechanistic model  

The ‘return rate’ forecast method is commonly used to forecast terminal run sizes for several 

Washington Coast and Puget Sound natural and hatchery salmon stocks.  The basic estimators for the 

total and age-specific terminal runs are:  

𝑇𝑅𝑅𝑌 =  ∑ 𝑇𝑅𝑅𝑌,𝑎

𝑎 max

𝑎 min
 

𝑇𝑅𝑅𝑌,𝑎 =  𝑁𝐵𝑌  ∙  𝑟𝑎 

where:  

TRRY,a =  the terminal return of age a fish during return year RY 

NBY =  the number of outmigrant juveniles from brood year BY = RY - a contributing to the 

upcoming year’s return 

 ra =   the average terminal return per outmigrant for age a fish for the n most recent broods,  

  

𝑟𝑎 =  
∑  𝑇𝑅𝑖,𝑎

𝐵𝑌
𝑖=𝐵𝑌−𝑛

∑  𝑁𝑖
𝐵𝑌
𝑖=𝐵𝑌−𝑛

 

 

For the return rate forecast method, there are several variations due to:  

(i) Varying forecast response variables, i.e., terminal run, escapement, etc. 

(ii) Varying measures of freshwater production (i.e., releases, outmigrants, or spawners) for 

contributing broods 

(iii) Varying numbers of years n contributing to the mean return rate, and  

(iv) The degree of age specificity for return rates (i.e., there are stocks for which the return 

is computed using a constant return age structure).  

 

Table 3 shows a numerical example of this mechanistic model using hypothetical data. Note that this 

process requires access to total outmigrants in 2010 in order to forecast the 2013 age-3 adult returns. 
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Table 3: Example of return rate forecast method [Age 3 Fish; Abundance = Terminal Run] 

 

2.3.7 Kalman-Filter sibling regressions 

Recommendations to the PSC in ‘Review of Methods for Forecasting Chinook Salmon Abundance in the 

Pacific Salmon Treaty Areas’ 

Management of Chinook salmon harvest in the PST depends greatly on forecasts of Chinook 

abundance. In response to recent increases in the magnitude of differences between pre-season and 

post-season abundance indices produced by the PSC Chinook Model, as well as concerns about 

forecasts produced by regional agencies, the PSC established an Independent Expert Panel to review 

forecasting methodologies used by the CTC (Peterman et al 2016). The mandate of the Panel was to (1) 

evaluate the accuracy and precision of stock-specific forecasts produced by agencies, and evaluate the 

differences between the PSC Chinook Model's pre-season and post-season estimates of abundance, (2) 

Brood Year Return Year Age Class Terminal Run Total Outmigrants 

2000 2003 3 982 1,331,940 

2001 2004 3 396 962,579 

2002 2005 3 683 1,000,990 

2003 2006 3 1,471 369,823 

2004 2007 3 2,143 613,337 

2005 2008 3 377 143,493 

2006 2009 3 642 175,591 

2007 2010 3 193 584,110 

2008 2011 3 254 269,277 

2009 2012 3 713 263,466 

Total Across Brood Years 2000 - 2009 A = 7,854 B = 5,714,606 

Average Terminal Run per Outmigrant For Age  3 Fish for Brood Years  2000 - 2009 C = A/B = 0.00137437 

Total Outmigrants for Brood Year 2010 (Extracted from the Historical Auxiliary Data) D = 445,718 

Forecasted Terminal Run for Age  3 Fish from Brood Year 2010 

(or Calendar Year 2010 + 3 = 2013) 
E = D * C = 613 
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provide advice on the strengths and weaknesses of forecasting methods and alternatives, and (3) 

suggest improvements. The Panel identified a number of issues affecting bias and precision of agency 

forecasting methods and their effective application, and provided general conclusions and specific 

recommendations for improvement. The following recommendations specifically related to the 

ForecastR project. 

Regarding the establishment of a set of “best forecasting practices” and standard definitions that can 

improve the statistical foundation of methods for stock forecasting, the Panel concluded: “We 

encourage all agency forecasters to apply ForecastR to their regions' stocks…” 

Regarding generalized forecasting software, “The Panel encourages the further development and 

application of ForecastR for Chinook Salmon, as long as the program is tested thoroughly first. We 

suggest the addition of modules for the hybrid sibling and Kalman filter models …” 

 

Hybrid sibling forecasting model  

For some Chinook salmon stocks and age classes, if the fit to a sibling regression model is poor, 

forecasters tend to use a naïve model (e.g., forecast is the average of the last n years of returns, or 

perhaps just last year's value). However, the decision of which model to use is not based on any 

statistical foundation. A more statistically defensible approach is to use the "hybrid sibling" forecasting 

model developed by Haeseker et al. (2007). "Hybrid" in this case means using a sibling model when the 

variance of residuals around the relationship is below some threshold (i.e., the data are fit well), but 

using some naïve model if the variance is above that threshold.  

Essentially, the hybrid sibling model is thus a form of model selection between two models: sibling 

regression and naïve. Currently, ForecastR has the capacity to conduct age-specific model selection 

between time-series models (ARIMA and Exponential Smoothing), sibling regression models (simple, 

complex, and log-power) and naïve models (previous year, three-year average, five-year average). 

While the hybrid model uses a pre-defined residual variance threshold to switch between sibling and 

naïve models, ForecastR uses a variety of measures of retrospective performance to select best models 

(see Section 2.5.1). Therefore, the need to incorporate the hybrid model into the existing ForecastR 

modules was explored in this phase of the project and considered unnecessary.  

 

Kalman-Filter estimation of sibling regressions 

Sibling age-class relationships fit by standard regression assume constant age-specific maturation and 

survival rates between ages. However, large scatters of data points around some sibling relationships, 

as well as time trends in mean-age-at maturity have been observed in Chinook Salmon (CTC 2016) and 

sockeye salmon (Pyper et al. 1999), suggesting that better forecasts might be possible by fitting sibling 

models using a Kalman-Filter estimation procedure (Holt and Peterman 2004). When a sibling model is 
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set up to be estimated via a Kalman-Filter, the procedure estimates temporal changes in parameters of 

sibling age-class relationships and takes into account observation error as well as natural variability.  

In order to implement the Kalman-Filter in ForecastR, the type of standard log-power sibling 

regressions described in Section 2.3.4 will be modified by including a time-varying βo parameter, at:  

log(Aage, year) = at + β1 log(Aage-1, year-1) + εt  , 

where at values can vary by brood year t whereas the β1 parameter remains constant. The error term εt 

is normally distributed with a variance σν
2. The system equation describing how the at parameter (Y 

intercept) changes over time is as follows: 

at = at - 1 + ωt   , 

where ωt is a normally distributed error term with a mean of zero and variance σω
2. A random-walk 

process will be assumed for the system equation because there is no a priori knowledge of temporal 

pattern in at values (Holt and Peterman 2004). For an in-depth description of methods of parameter 

estimation for a Kalman-Filter model, see Peterman et al. (2003).  

 

2.3.8 GLM sibling regressions 

Ordinary linear regressions assume that response variables have normal error distribution models. 

However, a flexible generalization of ordinary linear regressions that allows for response variables that 

have error distribution models other than a normal distribution is the Generalized Linear Model (GLM). 

The GLM generalizes linear regression by allowing the linear model to be related to the response 

variable via a link function and by allowing the magnitude of the variance of each measurement to be a 

function of its predicted value. In a GLM, each outcome of the dependent variable, Y, is assumed to be 

generated from a particular distribution in the exponential family, (e.g., normal, binomial, Poisson and 

gamma distributions). The mean, μ, of the distribution depends on the independent variables, X, 

through:  

E(Y) = µ = g -1(Xβ)   , 

where E(Y) is the expected value of Y, Xβ is the linear predictor (i.e., a linear combination of unknown 

parameters β), and g is the link function. In this framework, the variance is typically a function, V, of 

the mean:  

Var(Y) = V(µ) = V(g -1(Xβ)). 

The unknown parameters, β, are estimated through maximum likelihood. The linear predictor 

component encompassing the linear function of predictors is:  

ηi = α + β1Xi1 + β2Xi2 +· · ·+βkXik 
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The Log link-function is used to transform the expectation of the response variable, μi ≡ E(Yi), to the 

linear predictor:  

g(μi ) = ηi = α + β1Xi1 + β2Xi2 +· · ·+βkXik 

with predictor variables escapement at age-1 or terminal run at age-1. 

The additional flexibility that GLM offers to the linear regression framework is expected to improve the 

forecasting of escapement and terminal run based on sibling abundance data. This development is 

expected to be particularly useful for the complex sibling regressions module. 

 

2.4  Model diagnostics 

The current version of ForecastR includes several model diagnostics for sibling regressions (simple, 

complex, log-power, and Kalman filtered) and for time series models (ARIMA and Exponential 

Smoothing). When fitting a sibling regression model to a particular data set, many problems may occur. 

Most common among these are the following: 

   1. Non-linearity of the response-predictor relationship(s); 

   2. Correlation of the model errors; 

   3. Non-constant variance of the error terms; 

   4. Non-normality of error terms; 

   5. Outliers; 

   6. High-leverage points; 

   7. Collinearity. 

 

Identifying and overcoming these problems is as much an art as it is a science. For each of the older 

age components, the corresponding best sibling regression model fits the underlying data well if the 

observations in the plot of the residuals versus the fitted values are randomly scattered about the 

horizontal line going through zero. Any systematic pattern seen in this plot (e.g., funnel shape, non-

linear shape) and/or any unusual features (e.g., outliers, gaps) are indicative of an inadequate model fit 

and warrant further investigation. 

In addition, the Shiny App includes the time series of the intercept parameter ‘a’ as an additional 

diagnostic under the Explore interphase. 

 

2.4.1 Correlation of Model Errors 

An important assumption for sibling regression models is that their error terms are uncorrelated. For 

example, if the errors are uncorrelated, then the fact that the error term corresponding to one of the 

model observations is positive provides little or no information about the sign of the error term 
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corresponding to the next model observation. If the error terms are correlated and it is ignored at the 

modeling and forecasting stage, there will be an unwarranted sense of confidence in the results 

produced by the model. In particular, prediction intervals may be narrower than they should be. 

Correlations among the model errors tend to occur when the data utilized in the model were collected 

over time (e.g., on an annual basis). 

In order to detect the presence of correlation among the errors associated with a sibling regression 

model, ForecastR plots the residuals from the model as a function of time, obtaining a so-called time 

series plot of residuals. If the model errors are uncorrelated, then there should be no discernable 

pattern in this plot. On the other hand, if the residuals are positively correlated, then we may see 

tracking in the residuals - that is, adjacent residuals may have similar values. 

Other graphical tools for detecting correlation among the errors associated with a sibling regression 

model include the autocorrelation and partial autocorrelation plots. If the errors are uncorrelated, all 

of the autocorrelations and partial autocorrelations displayed in these plots would be expected to lie 

within the 95% confidence bands. Table 4 provides further guidance on how to interpret the 

autocorrelation and partial autocorrelation plots corresponding to various underlying processes that 

may have generated the errors. 

 

Table 4: Guidelines for interpreting the autocorrelation and partial autocorrelation functions 

Process Autocorrelation Function 
Partial Autocorrelation 

Function 

Nonstationary 
Autocorrelations do not die out; they remain large or diminish 

approximately linearly 
 

Stationary 
After the first few lags, autocorrelations die out (i.e., they collapse toward 

0 in some combination of exponential decay or damped oscillation) 
 

AR(p) Autocorrelations die out 
Partial autocorrelations cut off 

after the first p lags 

MA(q) Autocorrelations cut off after the first q lags Partial autocorrelations die out 

ARMA(p,q) Autocorrelations die out after first q-p lags 
Partial autocorrelations die out 

after first p-q lags 

 

 2.4.2 Non-Constant Variance of Error Terms 

Another important assumption for sibling regression models is that their error terms have a constant 

variance. However, in practice it is often the case that the variances of the error terms are non-

constant.  For instance, the variances of the error terms may increase with the value of the response 

variable included in the model. ForecastR identifies non-constant variances in the errors, or 

heteroscedasticity, from the presence of a funnel shape in the plot of residuals versus fitted values. 
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When faced with the problem of heteroscedasticity, one possible solution is to log-transform the 

response variable.  Such a transformation tends to result in a greater amount of shrinkage of the larger 

responses, leading to a reduction in heteroscedasticity. ForecastR includes log-power sibling 

regressions to deal with such problems. 

 

2.4.3 Non-Normality of Error Terms 

When the error terms in a sibling regression model are not normally distributed, least squares 

estimates produced by the model may not be optimal.  They will still be best linear unbiased estimates, 

but other robust estimators may be more effective. Also, the p-values of the tests of statistical 

significance of the effects represented in the model are no longer exact. The GLM approach to sibling 

regressions addresses these concerns. 

Non-normality of the model errors is diagnosed by examining histogram and density plots of the model 

residuals along with normal probability plots of the model residuals. When non-normality of the model 

errors is found, the resolution depends on the type of problem found:  

For short-tailed error distributions, the consequences of non-normality are not serious and can 

reasonably be ignored. 

For skewed error distributions, a transformation of the response may solve the problem. 

For long-tailed error distributions, one might just accept the non-normality and base the inference 

and/or prediction on resampling methods such as the bootstrap. 

 

2.4.4 Outliers 

In a sibling regression model, an outlier is a regression observation whose corresponding response 

value is far from the value predicted by the model.  Observations deemed to be outliers need to be 

investigated further as they have the potential to influence the model fit. An observation is said to 

influence the model fit if omitting that observation from the model significantly changes the model fit. 

To identify outliers, ForecastR uses the studentized residuals.  Studentized residuals are computed by 

dividing each raw residual by its estimated standard error. Observations whose studentized residuals 

are greater than 3 in absolute value are possible outliers. 

 

2.4.5 High-Leverage Observations 

In a sibling regression model, high-leverage observations are regression observations that are relatively 

far from the center of the predictor space, taking into account the correlational pattern among the 
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predictors.  Such observations could have a large impact on the regression model fit so they need to be 

identified and investigated further. 

High leverage observations can be identified on the basis of the index plot of leverage (or hat) values. 

Any observation whose reported leverage value exceeds twice the average leverage of all observations 

is deemed to have high-leverage. The leverage value quantifies how extreme an observation is in the 

predictor space when compared to all other observations. 

 

2.4.6 Influence 

A sibling regression model observation that is both outlying and has high leverage exerts influence on 

the regression coefficients, in the sense that if the observation is removed, the coefficients change 

considerably. 

The most common measure of influence of an observation is Cook's distance, expressed as a product 

of two factors. The first factor represents a measure of the outlyingness of the observation and the 

second factor represents a measure of leverage of the observation. Observations with a large Cook's 

distance are potentially influential cases.  ForecastR treats a Cook's distance value to be large if it 

exceeds the threshold 4/n, where n is the number of observations included in the model. 

 

2.4.7 Model fit 

After fitting a time series model to a univariate time series, ForecastR runs diagnostic tests to validate 

the model. If the time series model provides a good fit to a univariate time series, the residuals 

associated with the model should exhibit no systematic patterns and no temporal dependence.  

Useful diagnostic plots for verifying that the time series model residuals exhibit no systematic patterns 

and no temporal dependence include:  

 Time series plot of the model residuals;  

 Autocorrelation plot of the model residuals;  

 Partial autocorrelation plot of the model residuals;  

 Plot of p-values associated with the Ljung-Box test applied to the model residuals.  

 

The Ljung-Box test is a diagnostic tool used to test the lack of fit of a time series model. The test is 

applied to the model residuals and examines the first m autocorrelations of the residuals. If all of these 

autocorrelations are very small, we conclude that the model does not exhibit significant lack of fit. The 

Ljung-Box test tests the following hypotheses Ho: The model does not exhibit lack of fit versus Ha: The 

model exhibits lack of fit. Small p-values for the Ljung-Box test lead to the rejection of the null 

hypothesis, therefore suggesting that the model exhibits significant lack of fit. Conversely, large p-
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values suggest that the model does not exhibit significant lack of fit. Since the choice of m is important 

but somewhat arbitrary, ForecastR performs the Ljung-Box test for several consecutive values of m to 

see if the p-values it produces are large for all of these values. If they are, then the conclusion is that 

the model does not exhibit lack of fit.  

If a time series model provides a good fit to a univariate time series, then:  

 The time series plot of the model residuals should exhibit no systematic patterns;  

 The autocorrelation plot of the model residuals should show no significant autocorrelations 

between the residuals;  

 The partial autocorrelation plot of the model residuals should show no significant partial 

autocorrelations between the residuals;  

 The p-values associated with the Ljung-Box test should be large for all values of m considered.  

 

 

2.4.8 Effect displays 

To help visualize the effects estimated by the best sibling regression models, ForecastR resorts to 

effect displays (Fox, 1987, 2003). Effect displays are graphs of fitted values computed from an 

estimated linear regression model that allow us to see how the expected value of the response 

variable changes with the values of each of the predictors in the model (see Appendix A for an 

example). As such, effect displays are an alternative to interpreting linear regression models directly 

from the estimated coefficients. 

 

In ForecastR’s reports, all effect displays are constructed under the assumption that the predictors in 

the linear model of interest are assumed to have additive, linear effects on the response variable. If a 

linear model includes a single predictor, that model will generate a single effect display which will 

reveal the linear effect of that predictor on the response variable. This display consists of a straight 

line, whose slope captures the direction and strength of the relationship between the predictor and 

the response. A positive slope indicates a positive effect, whereas a negative slope indicates a negative 

effect. On the other hand, a small slope corresponds to a small effect while a large slope corresponds 

to a large effect. 

 

If a linear model includes K multiple predictors, then the model will generate K effect displays - one for 

each predictor. Each such display will treat one of the predictors as the focal predictor and show its 

linear effect on the response variable assuming that the remaining predictors in the model are set at 

their average levels. This (conditional) linear effect will be encapsulated by the slope of a straight line. 

 

All effect displays included in ForecastR’s reports are accompanied by 95% (pointwise) confidence 

bands, which are derived by exploiting the fact that effect displays are collections of fitted values.  This 

makes it straightforward to estimate the standard errors of the effects. The width of the 95% 
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confidence band associated with an effect plot reflects the precision of estimation of the effect 

displayed in the plot. The narrower this width, the more precise the estimation is.  

 

The effect displays in ForecastR’s reports also include residuals (for models with a single predictor) or 

partial residuals (for models with multiple predictors). 

 

 

2.5  Model Ranking 

ForecastR implements a retrospective analysis to evaluate the performance of the candidate 

forecasting models (i.e., sibling models, complex sibling models [with and without covariates], time 

series models [naïve, exponential smoothing, ARIMA], and mechanistic models) separately for the 

abundance metric of interest (i.e., terminal run or escapement). 

Each forecast model is fitted to the first n years’ worth of data (default n =20; user can select the 

number of years required to start the process) in order to generate initial parameter estimates. By 

sequentially adding a year to the data set used for the initial parameter estimation, generating a 

forecast, and comparing the forecast with the observed value, the retrospective analysis produces a 

time series of forecasting errors for each model.  

 

2.5.1 Retrospective-performance measures 

The following performance measures are used to characterize the central tendency and variability in 

the distribution of annual forecasting errors:  Mean Raw Error (MRE); Mean Absolute Error (MAE); 

Mean Percent Error (MPE); Mean Absolute Percent Error (MAPE); Mean Absolute Scaled Error (MASE); 

and Root Mean Square Error (RMSE). 

Each of these performance metrics is explicitly defined below, with A denoting actual stock abundance 

and Â denoting forecasted stock abundance2.   

𝑀𝑅𝐸 =
∑ (�̂�𝑖 − 𝐴𝑖)

𝑛
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𝑛
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𝑛
𝑖=1

𝑛
 

                                                           
2 In ‘ForecastR_Phase-3_Release4’, Â denotes actual stock abundance and A denotes forecasted stock abundance. As a 
result, negative values indicate a tendency to over-forecast and positive values reflect a tendency to under-forecast.  
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Mean Raw Error (MRE). The mean raw error (MRE) is computed by summing the retrospective forecast 

errors and then dividing the result by the number of years used in the retrospective evaluation of 

forecast errors. MRE reflects directional bias in the raw forecast errors, and a value of zero is most 

desirable.  Negative values indicate a tendency to under-forecast and positive values reflecting a 

tendency to over-forecast. 

Mean Absolute Error (MAE). The mean absolute error (MAE) is a quantity used to measure how close 

forecasts are to the eventual outcomes. Calculation of MAE is simple. It involves summing the 

magnitudes (absolute values) of the retrospective forecast errors to obtain the ‘total error’ and then 

dividing the total error by the number years used in the retrospective evaluation of forecast errors. 

MAE is measured in the same units as the data, and is usually similar in magnitude to, but slightly 

smaller than, the root mean squared error (RMSE). MAE is less sensitive to the occasional very large 

forecast error because it does not square the errors in the calculation of the 'total error'. 

Mean Percent Error (MPE). MPE reflects directional bias in the relative forecast errors, with negative 

values indicating a tendency to under-forecast and positive values reflecting a tendency to over-

forecast. MPE values in ForecastR’s reports are expressed as proportions rather than percentages. 

Mean Absolute Percent Error (MAPE). The mean absolute percent error (MAPE) is the average of all of 

the percentage errors, with the average being taken without regard to sign so as to avoid the problem 

of positive and negative values cancelling one another. MAPE measures the magnitude of the 

forecasting errors compared to the magnitude of the actual data values, as a percentage. So, a MAPE 

of 20% is better than a MAPE of 60%. Also, perfect forecasts would have no error and would return a 

MAPE value of 0%. MAPE can only be computed with respect to data that are guaranteed to be strictly 

positive. Note that there is no effective upper bound on the MAPE metric. 

Lewis (1982) suggested interpreting typical MAPE values along the lines illustrated in the table shown 

below. 
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< 10% Highly accurate forecasting 

10% - 20% Good forecasting 

20% - 50% Reasonable forecasting 

>50% Inaccurate forecasting 

  

MAPE values in ForecastR’s reports are expressed as proportions rather than percentages. 

Mean Absolute Scaled Error (MASE). MASE was proposed by Hyndman and Koehler (2006) as a 

generally applicable, scale-free measure of forecast accuracy. This measure never gives infinite or 

undefined values. In ForecastR, MASE is computed as the average of the absolute values of the scaled 

retrospective forecast errors. The scaling of the errors involves dividing the errors by the MAE 

computed from the retrospective forecast errors associated with the naïve model based on the 

terminal run or escapement for the previous year. A value of MASE less than 1 suggests that the 

retrospective forecasting accuracy of the terminal run or escapement is better than the retrospective 

forecasting accuracy of the benchmark naïve model based on the terminal run or escapement for the 

previous year. A value of MASE greater than 1 suggests that the retrospective forecasting accuracy is 

worse than the retrospective forecasting accuracy of the benchmark naïve model based on the 

terminal run or escapement for the previous year. 

MASE measures the magnitude of the error compared to the magnitude of the error of a naïve one-

step ahead forecast as a ratio. A naïve forecast assumes that whatever the stock abundance value was 

last year it will be the same value this current year. Ideally, the value of MASE will be significantly less 

than 1. For example, a MASE of 0.5 means that this year's forecast is likely to have half as much error 

as a naïve forecast. Since MASE is a normalized statistic that is defined for all data values and weighs 

errors evenly, it is an excellent metric for comparing the quality of different forecasting methods. 

The advantage of MASE over the more common MAPE metric is that MASE is defined for time series 

that contain zero, whereas MAPE is not. Also, MASE weights errors equally, whereas MAPE weights 

positive and/or extreme errors more heavily.  

Root Mean Squared Error (RMSE). RMSE provides a measure of the variability of the retrospective 

forecast errors, it has the same units as the quantity being estimated and compared to the Mean 

Absolute Error (MAE), RMSE amplifies and severely punishes large errors. Calculation of the RMSE 

involves a sequence of 3 simple steps. ‘Total square error’ is obtained first as the sum of the individual 

squared errors; that is, each error influences the total in proportion to its square, rather than its 

magnitude.  Large errors, as a result, have a relatively greater influence on the total square error than 

do the smaller errors.  This means that the total square error will grow as the total error is 

concentrated within a decreasing number of increasingly large individual errors. Total square error 
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then is divided by n, which yields the mean-square error (MSE).  The third and final step is to take 

RMSE as the square root of the MSE. 

To facilitate the interpretation of the retrospective forecast errors, ForecastR reports several types of 

plots: plots illustrating the performance of the retrospective forecasting evaluation; density plots of 

the retrospective forecast errors; bias coefficient plots obtained from the retrospective forecast errors; 

and, barplots of the retrospective forecast errors annotated with the interval forecast corresponding to 

the forecasting year of interest. The plots illustrating the performance of the retrospective forecast 

evaluations are reported only for the individual age components of abundance. All other plots are 

reported both for the individual age components of abundance and for the total abundance. 

Retrospective performance in the Shiny App can be evaluated dynamically in three different ways: 

o Constant Years: Use all the retrospective years that have the minimum number of years 

of data for the youngest age. 

o Variable years: for each age class, vary the number of retrospective years used (i.e, 

more for younger ages), but keep the number of years used to fit the model the same 

(e.g. for each age class, calculate the first retrospective forecast for the 16th year if the 

minimum number of years to start the retrospective evaluation is 15 years). 

o Balanced: balanced output, using the same retrospective years for all age classes and 

the total. Another way of thinking about this: Use all the retrospective years that have 

the minimum number of years of data for the oldest age (and the total). 

 

Note that options 1 and 2 will always be the same for the youngest age, and options 2 and 3 will always 

be the same for the oldest age and the total. Also note that the total performance measure is based on 

the "Total residuals = Total Forecast - Total Observed", with both the Total Forecast and the Total 

Observed being simply the sum of the age-specific values. 

 

 

2.5.2 Bias coefficients 

Bias coefficients representing a new metric for forecast bias are also reported in numerical and visual 

form in this section.  These coefficients are computed from the retrospective forecast errors for the 

age-specific and total  escapements  using the formula developed by Kourentzes, Trapero and 

Svetunkov  in their 2014 working paper "Measuring the behavior of experts on demand forecasting: a 

simple task" (http://kourentzes.com/forecasting/2014/12/17/the-bias-coefficient-a-new-metric-for-

forecast-bias/).  In the context of this report, the bias coefficients describe the direction and magnitude 

of the retrospective forecast bias associated with the corresponding forecasting method. 

Generally speaking, the bias coefficients are unit-free and bounded between -1 (maximum negative 

retrospective forecast bias) and 1 (maximum positive retrospective forecast bias). In ForecastR, a 

forecasting method that is always producing retrospective point forecasts which are over the observed 

http://kourentzes.com/forecasting/2014/12/17/the-bias-coefficient-a-new-metric-for-forecast-bias/
http://kourentzes.com/forecasting/2014/12/17/the-bias-coefficient-a-new-metric-for-forecast-bias/
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historical values will have a bias coefficient equal to 1, always over-forecasting. Similarly, a forecasting 

method that is always producing retrospective point forecasts which are under the observed historical 

values will have a bias coefficient equal to -1, always under-forecasting. Given the bounded nature of 

the bias coefficient, we can describe a forecasting method as strongly biased if |bias coefficient| > 0.5 

and weakly biased if 0 < |bias coefficient| <= 0.5, providing a simple and intuitive description of the 

forecast bias behavior. If the bias coefficient is equal to 0, the forecasting method is unbiased. 

 

2.5.3 Model ranking approaches 

ForecastR provides users with the option to use different models to produce competing point 

forecasts 𝑝1, …, 𝑝𝑘 and identify the ‘best’ model for each age for particular stock or identify the ‘best 

model’ across ages. 

For those users who are interested in identifying the ‘best’ point forecast for each age among 𝑝1, … , 𝑝𝑘 

(which is akin to identifying the ‘best’ model among the series of competing models used to produce 

these point forecasts). ForecastR uses the following methodology (exemplified with a stock with ages 

2-5, five competing models, and five measures of retrospective performance): 

 

  

Ranking of models for getting ‘best’ age-specific
point forecast

Given a stock and an abundance metric, find the ‘best’ model for 
each age class among a set of competing models for producing 
point forecasts of stock abundance.  (‘Best’ model yields ‘best’ point 
forecast.)

Age k MRE MAE MPE MAPE RMSE Average 
Rank 

Model 1 1 2 1 4 3 2.2

Model 2 2

Model 3 3

Model 4 5

Model 5 4

Step 1: Rank all models with
respect to the values of each
performance metric (e.g., MRE).

Step 2:  Compute the average 
rank corresponding to each 
model.   

Note:
User can choose which 
metrics are meaningful to 
them (e.g., MRE, MPE and 
RMSE only) and average ranks 
only across those metrics.
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An additional step is conducted in ForecastR if the user’s choice is to identify the ‘best’ model across 

ages:  

 

After applying steps 1 and 2 for all available age classes, ‘best’ 
models can be identified for each age class:

Model

Average  Model Rank Across Performance 
Metrics for Each Age Class

Age 2 Age 3 Age 4 Age 5

Model 1 2.2

Model 2 1.2

Model 3 1.8

Model 4 3.0

Model 5 3.1

Step 3:   For each age 
class, identify the model 
with the lowest average 
ranking as the ‘best’ 
model for age-specific 
point forecasting. 

Note:  If two or more 
competing models have 
the same average rank, 
“model averaging” could 
be used. 

Ranking of models for getting ‘best’ total point 
forecast

After applying steps 1, 2 and 3 described on previous slide for all 

available age classes, a ’best’ model across ages emerges:

Model

Average  Model Rank Across
Performance Metrics for Each Age 

Class

Cumulative 
Rank

Age 2 Age 3 Age 4 Age 5 Total

Model 1 2.2 2.5 1.7 3.2 9.6

Model 2 1.2 2.1 1.6 2.9 7.8

Model 3 1.8 1.3 1.1 1.7 5.9

Model 4 3.0 2.2 3.7 1.6 10.5

Model 5 3.1 3.3 3.4 2.9 12.7

Step 4:   Identify the 
model with the lowest
cumulative rank across 
ages as the “best” model 
for total abundance 
point forecasting. 

Note:  If two or more 
competing models have 
the same cumulative 
rank, “model averaging” 
can be considered.  
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Note that the cumulative ranking in this step necessarily needs to exclude the youngest age if models 

other than time series (and the Return-Rate mechanistic model) are included in the exercise. The 

reason for this is that ‘only’ time series models (and the Return-Rate mechanistic model) can be used 

to produce forecasts for the youngest age. 

Counting with the above two methods to identify ‘best’ models also means that there would be two 

types of total abundance: 

 

 
 

Notice that in the case of sibling regression models the total-abundance forecast from Approach 2 will 

be the sum of the age-specific point forecasts produced by the ‘best’ model for older ages plus the 

point forecast from the ‘best’ model for the youngest age. If only time series models (and the Return-

Rate mechanistic model) are included in the forecasting exercise, there will be only one ‘best’ model 

across ages. However, if the forecasting exercise includes sibling regressions approaches, there could 

be more than one ‘best’ model: one for the youngest age and one for the older ages under Approach 2. 

 

Hence, three different forecasts of total abundance (escapement or terminal run) can be produced in 

the Shinny App (and summarized in the ‘Model Selection’ Table of the Compare Tab) as a result of the 

different ranking approaches: 

 

3 basic options: 

 Choose best performing model by age, then add the forecasts (Total_SumBestByAge) 

Ranking of models and estimation of total 
abundance 

Approach 2

a) Find the ‘best’ performing 
model across ages

b) Compute total abundance by 
adding up the age-specific 
point forecasts produced by 
the ‘best’ model

Approach 2 ends with Step 4 

Approach 1

a) Find ‘best’ model for Age 2
b) Find ‘best’ model for Age 3
c) Find ‘best’ model for Age 4
d) Find ‘best’ model for Age 5
e) Compute total abundance by 

adding up the point forecasts 
produced by the ‘best’ model 
for each age

Approach 1 ends with Step 3 
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o This option take the residuals for each age class, calculates the performance measures 

for each age class, and calculates the rank for each age class 

o Then it selects the best model for each age class based on the average rank for that age 

class across the alternative performance measures 

o Lastly, the best forecast for each age class are added up 

 Choose the single model with the best performing total forecast (Total_FC) 

o For each forecast, this option adds up the annual observed by age and the annual 

forecast by age to get annual total residuals 

o Then it calculate the performance measures and model ranks using these total residuals 

and selects the model with the best average rank across performance measures 

o Lastly, it take the forecast from the model with the best rank based on total residuals 

 Choose the single model with the best performance across age classes (Sum_CumulRank) 

o This option takes the residuals for each age class, calculates the performance measures 

for each age class, and calculates the rank for each age class 

o Then it selects the best overall model based on the sum of ranks across age classes, 

where the rank for each age is the average across the alternative performance measures 

o Lastly, it takes the forecast for the best overall model 

 

In addition, ‘forecastR_phase4’ can produce model ranking using two different approaches: ordinal and 

scaled. Ranks of model relative performance are commonly calculated on an ordinal scale (first, 

second, third,... place). In forecastR a model's rank, by each performance measure (PM), is calculated 

and the PM ranks by model are then summed (or averaged) to produce an overall rank estimate. 

Ordinal ranking removes fine scale information on the relative performance of models, potentially 

resulting in model rank ties. Scaled ranking (discussed in Folkes et al. 2018) is an alternative method to 

ordinal ranking that preserves the relative performance of models as represented in each PM. 

Additionally, as each PM outcome is presented on a common scale (i.e. rank), results across PM types 

can be compared and summarized. The scaled method simply applies a linear scaling of the distance 

between PM values while fixing the best PM value equal to 1 and the worst PM value equal to the 

number of models assessed. Thus, like ordinal scaling the top model will have a rank of 1 and the worst 

model rank will equal the number of models assessed, but intermediate models will have fractional 

values indicating relative distance from the best model. ForecastR can present results using either 

ordinal or scaled ranking. 
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2.6  Bootstrapping methods for the computation of interval forecasts 

2.6.1  Interval forecast  

Forecasting results are reported by ForecastR numerically and visually for two types of forecasts: (1) 

point forecasts, and (2) interval forecasts. A point forecast is simply a number which represents our 

best guess of the future value of the age-specific or total abundance (terminal run or escapement) for 

the stock of interest based on available historic data. An interval forecast is not a single number but 

rather a range of values in which we expect the future value of an age-specific or total abundance 

series to fall with some (pre-specified) probability. Using the results of bootstrapping techniques, 

ForecastR reports 80% interval forecasts based on the 10% percentile (P.10) and the 90% percentile 

(P.90) of the distribution of forecasted values (Figure 7). 

 

 

Figure 7: Example of bootstrapped forecast values for a hypothetical salmon stock. The dashed red line 

indicates the position of the point forecast on the horizontal axis, while the blue segment indicates the 

80% forecast interval. 

 

 A couple of remarks are in order in connection with an interval forecast. The width of the interval 

forecast conveys information regarding forecast uncertainty (the wider the interval forecast, the more 

uncertain the forecast). And, the interval forecast conveys more information than the associated point 
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forecast. The interval forecast provided in ForecastR’s reports for each abundance time series is 

obtained by applying bootstrapping to that series.  

 

2.6.2  Bootstrapping for time series models 

The two main bootstrapping techniques in ‘ForecastR_Phase-3_Release4’ are maximum entropy 

bootstrap (‘meboot’; Vinod and López-de-Lacalle 2009) and loess bootstrapping ('stlboot'; Bergmeir et 

al. 2014).  The meboot bootstrap is a method for dependent time series in which the original time 

series of annual abundance values of the stock are used as a basis for creating B bootstrap replicates 

using an algorithm designed to satisfy the ergodic theorem (i.e., the grand mean of all replicates is 

close to the sample mean of the original time series). The algorithm can accommodate both stationary 

and non-stationary time series. The B bootstrap replicates retain the basic shape (i.e., local peaks and 

troughs) of the original time series. They also retain the time dependence structure of the 

autocorrelation function (ACF) and the partial autocorrelation function (PACF) of the original time 

series. The loess bootstrap is a time series bootstrapping method in which the original time series of 

annual abundance values of the stock is first transformed via a Box-Cox transformation. The 

transformed time series is then decomposed into its trend and remainder components using the loess 

method (i.e., a smoothing method based on local linear regression). Finally, the remainder component 

is bootstrapped using the moving block bootstrap (MBB), the trend and seasonal components are 

added back, and the Box-Cox transformation is inverted. In this way, a random pool of B similar 

bootstrapped time series is generated from the original time series. 

 

2.6.3 Bootstrapping Sibling Regression Models  

For sibling regression models, ForecastR resamples the time series corresponding to the model 

outcome and predictors using “resampling cases” meboot.   

For example, if the sibling regression model has the form Age 3 =  𝛽 ∙ Age 2 +  𝜀  (where the terms 

Age 3 and  Age 2 are used to denote age-specific stock abundances), ForecastR proceeds as follows:  

• Use meboot B = 2,500 (or other user-defined number of samples) times to resample all the time 

series in the sibling regression model (i.e., Age 3, Age 2) by following the “resampling cases” 

bootstrap method;  

• Apply sibling regression model to the B sets of resampled series to produce B point forecasts; 

• Use the distribution of the B point forecasts to derive a bootstrap forecast interval.  

The following is a list of advantages of the “resampling cases” meboot method:   

(a) It does not use any simulated errors based on the assumed reliability of a parametric model; 
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(b) It does not need to assume that the conditional mean of the dependent variable given a realization 

of the independent variable(s) is linear; 

(c) It is robust against heteroscedastic errors. 

 

The bootstrapping for the simple sibling regression model discards negative point forecasts (if present) 

during the bootstrapping process. Note that for simple log-power regression (SLPR) there is no need to 

worry about negative point forecasts by virtue of the log transformation of the data. 

 

 

2.6.4  Bootstrapping Naïve time series models 

For naïve time series models (e.g., average of last 3 years), ForecastR bootstraps the time series of 

abundance corresponding to each specific age in order to obtain B synthetic series of abundance, 

where B will be chosen to be large enough (e.g., B=5,000).   

ForecastR then applies the naïve time series model to each of the B synthetic series of abundance in 

order to produce B point forecasts of abundance.   

Finally, ForecastR plots the bootstrap distribution of these point forecasts and use it as a basis for 

deriving forecast intervals.  Given a bootstrap distribution of point forecasts, the lower and upper end 

of the corresponding forecast interval can be obtained by computing appropriate quantiles for this 

distribution.    

If the autocorrelation present in the time series of abundance corresponding to a specific age is not 

significant, ForecastR uses independent and identically distributed (iid) bootstrap (Efron and Tibshirani 

1986).  If the autocorrelation present in the time series of abundance corresponding to a specific age is 

significant, ForecastR uses meboot, which can accommodate dependent, possibly non-stationary time 

series.  Given an observed time series, meboot produces an “ensemble” of B bootstrap series which 

capture the temporal dependence features present in the observed time series (Figure 8).  
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Figure 8:  Original time series of abundance (Y, shown as a continuous black line) along with B = 10,000 

bootstrapped versions of this series, obtained via maximum entropy bootstrapping (shown as 

overlapping continuous blue lines).  

 

2.6.5  Bootstrapping mechanistic return rate models 

The results of the bootstrap process applied to data in Table 3 are shown below.  For Age 3 fish (top 

panel of Figure 9), there is a point forecast of 613 depicted by the red line and the 80% interval 

forecast depicted by the blue line.  The histogram itself displays the distribution of all point forecasts of 

terminal run obtained via maximum entropy bootstrap (meboot) as follows:  

i. Use bootstrapping to create B=9,999 replicates of historical Terminal Run series (where the 

series is highlighted in yellow and covers brood years 2000-2009); 

ii. Use bootstrapping to create B=9,999 replicates of historical total outmigrants series (where the 

series is highlighted in blue and covers the brood years 2000-2010);  

iii. For each pair of bootstrap replicates of the terminal run and total outmigrants series, replace 

the historical values reported in the above table with their bootstrap counterparts and then 

perform the calculations illustrated in the bottom 4 lines of Table 3.   
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Figure 9: Bootstrapped point forecasts derived from data in Table 3 (for age 3) representing an example 

of the Return Rate method.  

 

2.7  Forecast diagnostics 

2.7.1 Forecast probability profiles 

ForecastR uses the probabilities derived from the distribution of bootstrapped point forecasts of total 

terminal run or escapement to create probability profiles that summarize the estimated probabilities 

that the actual total terminal run or total escapement value yet to be observed in a given year for a 
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given salmon stock is less/greater than or equal to specific thresholds. As an example, Table 5 

illustrates the escapement forecast probability profile for a hypothetical salmon stock.  

 

Table 5: Estimated probabilities that the actual total abundance (escapement or terminal run) value yet 

to be observed for a hypothetical salmon stock is less than or equal to a specific threshold, greater than 

a specific threshold or falls between two specific thresholds (i.e., the threshold located on the previous 

row and the one located on the current row of the table). Probabilities are derived from the distribution 

of bootstrapped point forecasts of total abundance. The total abundance point forecast is highlighted. 

Threshold Prob(Actual <= Threshold) Prob(Actual > Threshold) Interval Probability 

0 0.0% 100.0%  

5,000 1.1% 98.9% 1.1% 

10,000 4.1% 95.9% 3.0% 

15,000 9.2% 90.8% 5.1% 

20,000 22.0% 78.0% 12.8% 

25,000 44.2% 55.8% 22.2% 

25,713 47.7% 52.3% 
25.1% 

30,000 69.3% 30.7% 

35,000 84.3% 15.7% 15.0% 

40,000 90.5% 9.5% 6.2% 

45,000 94.4% 5.6% 3.8% 

50,000 96.4% 3.6% 2.0% 

55,000 98.3% 1.7% 2.0% 

60,000 99.8% 0.2% 1.5% 

65,000 100.0% 0.0% 0.2% 

 

 

2.7.2 Visualization of the retrospective forecast errors and forecasts intervals 

ForecastR produces plots for simultaneously visualizing the retrospective forecast errors and forecast 

intervals produced by a given model for a specific stock abundance and class age. 

These plots, as illustrated in Figure 10, show the forecasting errors interpreted as annual deviations 

between the retrospective point forecasts and the actual (or historical) stock abundance values.  The 

forecast interval is interpreted as the range where the current year forecast is expected to lie with 80% 

confidence (presuming all underlying model assumptions are correct).  This plot allows the visual 

comparison of the magnitudes of retrospective forecast errors and that of the prospective interval 

forecast. For instance, the example below not only shows a tendency to shift from negative to positive 
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errors but also from larger to smaller errors. Thus, given recent past observations, the prospective 

interval forecast has a good chance of including the actual abundance yet to be observed. 

 

 

Figure 10: Plot illustrating the simultaneous visualization of the retrospective forecast errors and 

forecast intervals for age 3 of a hypothetical salmon stock.  

 

2.7.3 Visualization of error density and forecast intervals produced by competing models 

In addition to the generation of tables summarizing the forecast values, error statistics, and model 

selection, ForecastR produces figures depicting how the retrospective error densities (Figure 11) and 

prospective interval forecasts (Figure 12) of all models selected by the user compare to each other. In 

Figure 11 it can be appreciated that some models if applied in the past would have produced more 

accurate but less precise forecasts than others, and vice versa. In Figure 12, the model ranking at the 

top of the figure should be consistent with the magnitude of the prospective interval forecast and the 

position of the point forecast relative to the interval. 
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Figure 11: Superimposed density plots of forecast errors produced by the models considered for 

forecasting the returns of a hypothetical salmon stock. 
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Figure 12: Side-by-side comparison of point forecasts and 80% forecast intervals of total terminal run 

corresponding to a hypothetical salmon stock. The numbers listed in red at the top of the display 

represent the model-specific average ranks. Models were ordered based on their average rank, from 

the model with the lowest average rank ("best model") to the one with the highest average rank 

("worst model"). 

 

2.7.4 Static vs. dynamic forecast retrospective evaluation  

Retrospective evaluation of forecast errors can be ‘static’ or ‘dynamic’. This evaluation is necessarily 

‘static’ for Naïve models because the forecasts for retrospective years n-3, n-2, n-1… are not going to 

change with the inclusion of new years (e.g., n, n+1, n+2…). However, for all other forecasting modules 

the evaluation could be ‘static’ or ‘’dynamic’. The ‘static’ approach is easier to implement because only 

the model parameters produced by the entire time series of terminal run or escapement are used to 

evaluate retrospective forecasts. However, this can be seen as an unfair evaluation of individual 

models because the fundamental question behind model selection could be “what would have been 

the forecast (and its error) from a particular model for year n +1 based on the data available up to year 

n”. ‘forecastR_phase4’ takes this into consideration and implements ‘dynamic’ retrospective 

evaluation for sibling regressions, ARIMA, and exponential smoothing models. Figure 13 shows and 

example of how the entire time series of retrospective forecasts can change with the addition of a 

single data point. This approach can change the entire time series of forecasts (and associated errors) 

every time a new historical run year is added to the data used in the evaluation.   

          4.67                                       1.17                                      2.33                                     3.33                                      3.59 
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The ‘dynamic’ approach has also implications for the identification of ‘best’ models. Consider the 

‘static’ approach is used to identify the ‘best’ sibling regression model on the basis of ALL available 

historical data (1990-2012) for Age 5 and forecasting year 2013:     

Run Years 1990 – 2012:  Age 5 ~ Age 4 + Covariate (Best Model) 

This model would be applied to evaluate all retrospective forecasts (e.g., 2005-2012) as well. 

Following a ‘dynamic’ approach, the ‘best’ model and its parameter values may change for different 

subsets of years. For example:  

Run Years 1990 – 2009:  Age 5 ~ Age 4 + Age 3 (Best Model) 

Run Years 1990 – 2010:   Age 5 ~ Age 4 + Age 3 + Age 2 (Best Model) 

Run Years 1990 – 2011:  Age 5 ~ Age 4 (Best Model) 

This improvement is expected to produce a more realistic retrospective evaluation of what a forecast 

would had been for a given year n+1 given the data available at year n and the regression parameters 

obtained with that data. This “dynamic” approach proved to be useful for the ARIMA and Exponential 

Smoothing modules.  
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Figure 13: Actual values (grey dots) and retrospectively forecasted values (red dots) of the age 4 

component of escapement for a hypothetical salmon stock, derived on the basis of ARIMA modeling. 

Historical values of age-specific abundance (grey lines) and fitted values produced by the ARIMA 

modeling (red lines) are also shown. Each panel corresponds to a particular retrospective forecasting 

year. 
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3. FORCASTR’S FUTURE   

After four developmental phases, the latest release ‘forecastR_phase4’ has successfully implemented 

most of the originally envisioned capabilities for this tool and has also accomplished new milestones, 

namely the conversion of this forecasting tool into an R-package and the development of an html-

based Shiny application.  Appendix D provides a user’s guide to install the package and connect to the 

Shiny App as well as instructions to use ‘ForecastR_Phase-3_Release4’. 

Converting ForecastR into an R-package is an important accomplishment because it provides a simple 

way to distribute the tool and corresponding documentation. From the user’s point of view, the 

‘forecastr_phase4’ R-package is easy to install and use without risking its integrity. From the 

developer’s perspective, having ‘forecastR_phase4’ as an R-package helps to keep track of the 

miscellaneous R functions, and in the future it would help the process of potential debugging and the 

development of new capabilities. 

Counting with an html-based Shiny application allows online forecasting exercises without users having 

ForecastR installed in their computers. Although in principle using a Shiny App does not require users 

to own a server or to deploy and manage the application in the cloud or to install any hardware or 

purchase an annual contract, broad usage of the tool involving numerous users and active hours may 

incur server costs (e.g., if the app resides on a ‘shiny’ server; https://www.shinyapps.io/ ). This is not a 

concern anymore because the App can be accessed through two different servers: (SOLV server, PSC 

server). 

Trade-offs between tasks necessarily took place, shifting the order of priorities for completion in 

phase-4. The identification of the benefits of converting ForecastR into an R-package and the perceived 

advantages of developing an html-based GUI (i.e., a Shiny App) influenced the unfolding of phase 4, 

giving precedence to these two major tasks over other features originally envisioned for this phase 

such as the completion of the Mechanistic Module and the complex sibling regression modules. These 

tasks will be completed in the future when funding becomes available for another developmental 

phase of this project. 

Since the ForecastR project is based on R programming, which can have a certain amount of inherent 

unpredictability and instability, maintenance of ForecastR in the future seems inevitable in order to 

support long-lasting functionality. The CTC has the computing skills to provide maintenance to a 

certain extent but the evolution of R, R packages, Windows, and MS Office may pose challenges to the 

execution of some of ForecastR’s features, thus requiring external contracting.  

ForecastR is considered a ‘working project’ in which additional forecasting modules and program 

capabilities to assist the PSC technical committees and its participating agencies can be incorporated in 

the future as needed. These future developments would require additional funding and probably the 

submission of new proposals to the PSC. 

https://www.shinyapps.io/
https://solv-code.shinyapps.io/forecastr/
https://psc1.shinyapps.io/ForecastR/
https://psc1.shinyapps.io/ForecastR/
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6. APPENDICES 

Appendix A. Example of ForecastR’s Full Report for a single model applied to age-
structured data 
 
 

START OF REPORT 
 

ForecastR Output Report 

  

Stock Name: Atnarko 

Stock Species: Chinook salmon 

Abundance Measure: Escapement 

Forecasting Year: 2018 

Forecasting Model:  

ARIMA Model 

Time Series Bootstrapping Method:  

Maximum Entropy Bootstrap 

Date: 2018-08-22 
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Summary of Results 
Table 1 Summary of forecasting results for the 2018 age-specific and total escapements  associated with the  Atnarko   

Chinook salmon  stock. 

Item Age 3 Age 4 Age 5 Age 6 Total 

Return 

Year 
2018 2018 2018 2018 2018 

Model 

ARIMA(1,0,0) with 

non-zero mean; Box 

Cox transformation: 

lambda= -

0.06552237 

ARIMA(1,0,0) with 

non-zero mean; Box 

Cox transformation: 

lambda= -0.1885261 

ARIMA(0,1,0); Box 

Cox 

transformation: 

lambda= 

0.8275405 

ARIMA(0,1,1); Box 

Cox 

transformation: 

lambda= 

0.3381064 

- 

Point 

Forecast 
1,611 4,843 4,148 248 10,850 

Interval 

Forecast 
1,235 - 1,945 4,315 - 5,895 3,828 - 5,598 176 - 385 

10,310 - 

12,901 

MRE -1,189.30 -3,473.56 -363.62 233.86 -4,253.00 

MAE 1,572.70 4,806.44 2,954.38 517.86 6,978.00 

MPE -0.08 -0.12 0.09 1.75 -0.05 

MAPE 0.62 0.50 0.49 1.98 0.35 

MASE 0.85 0.76 1.14 1.29 0.81 

RMSE 2,186.13 7,582.77 3,365.84 608.61 11,394.54 

Bias 

Coefficient 
-0.6479 -0.6057 -0.087 0.6713 -0.397 
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Table 2 Estimated probabilities that the actual total escapement value yet to be observed in 2018 for the Atnarko 

Chinook salmon stock is less than or equal to a specific threshold, greater than a specific threshold  or falls 

between two specific thresholds  (i.e., the threshold located on the previous row and the one located on the 

current row of the table). Probabilities are derived from the distribution of bootstrapped point forecasts of 

total escapement. Maximum entropy bootstrapping was used as a basis for obtaining this distribution. 

Threshold Prob(Actual <= Threshold) Prob(Actual >= Threshold) Interval Probability 

8,500 0% 100% - 

9,000 0.28% 99.72% 0.28% 

9,500 1.24% 98.76% 0.96% 

10,000 4.6% 95.4% 3.36% 

10,500 15.76% 84.24% 11.16% 

10,850 27.24% 72.76% 
17.84% 

11,000 33.6% 66.4% 

11,500 51.28% 48.72% 17.68% 

12,000 68.68% 31.32% 17.4% 

12,500 82.24% 17.76% 13.56% 

13,000 91.72% 8.28% 9.48% 

13,500 96.92% 3.08% 5.2% 

14,000 99% 1% 2.08% 

14,500 99.56% 0.44% 0.56% 

15,000 99.8% 0.2% 0.24% 

15,500 100% 0% 0.2% 
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Introduction 
 

In this report, ARIMA modeling is used to forecast the age-specific and total escapements for the Atnarko Chinook salmon 

stock. 

ARIMA models are a general class of models for forecasting a univariate time series, which can be stationarized by 

transformations such as differencing and logging. The acronym ARIMA stands for "Auto-Regressive Integrated Moving 

Average." 

 

ARIMA models are represented using the notation ARIMA (p, d, q), where p is the number of autoregressive terms, d is the 

number of (nonseasonal) differences, and q is the number of lagged forecast errors in the forecasting equation. 

Forecasting a univariate time series on the basis of ARIMA modeling generally involves four steps: 

(1) Transformation: A Box-Cox transformation is applied to the time series to suppress large fluctuations in its values; 

(2) Identification: Differencing of order d is applied to make the transformed time series stationary; 

(3) Estimation: An ARMA (p, q) model is fitted to the differenced, transformed time series; 

(4) Forecasting:  The ARIMA (p, d, q) model is used to forecast future values of the differenced, transformed time series and 

the forecasts are back transformed so they are expressed on the same scale as that of the original time series. 

 

We rely on the function BoxCox.lambda() from the R package "forecast" to implement Step 1. By default, this function uses 

Guerrero's (1993) method to find the optimal value of lambda to be used when applying the Box-Cox transformation to the 

univariate time series. Furthermore, we rely on the auto.arima() function from the same package to implement Steps 2-4 

described above. The auto.arima() function uses automation to identify the orders p, d and q of the ARIMA models fitted to 

historical escapement (Box-Cox transformed) data series specific to each age class. Specifically, the auto.arima() function 

finds the order of differencing d first and then identifies the orders p and q via the Akaike Information Criterion (AIC). The 

function then proceeds to estimate the unknown parameters describing the ARIMA (p, d, q) models and to produce point 

forecasts. 

Data 
Table 3 Historical  escapement  data for the  Atnarko   Chinook salmon  stock, reported as a function of calendar year 

for specific ages of the stock. 

Calendar Year Age 3 Age 4 Age 5 Age 6 

1993 4,662 13,986 14,918 1,865 

1994 4,432 9,574 12,664 1,507 

1995 1,899 6,330 14,242 949 

1996 2,307 7,252 10,219 989 

1997 865 3,462 5,626 1,298 

1998 2,309 3,849 6,543 770 

1999 1,267 7,697 7,412 174 

2000 352 5,534 10,538 928 

2001 3,027 3,979 12,275 2,354 
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Calendar Year Age 3 Age 4 Age 5 Age 6 

2002 856 5,756 3,422 1,478 

2003 837 3,863 6,889 1,030 

2004 348 3,478 6,260 1,739 

2005 172 4,465 5,839 1,202 

2006 542 5,851 11,594 1,300 

2007 850 1,524 5,246 610 

2008 1,962 2,429 2,243 654 

2009 1,380 5,407 4,027 112 

2010 1,136 3,476 5,369 516 

2011 386 4,039 4,065 154 

2012 1,812 2,714 2,565 335 

2013 4,818 10,750 6,949 173 

2014 2,958 7,406 7,601 1,215 

2015 7,204 25,331 11,667 392 

2016 4,398 12,222 7,760 254 

2017 1,912 4,189 4,148 146 
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Figure 1 Plots of historical escapements versus return years for the Atnarko Chinook salmon stock, with each plot 

corresponding to a specific age component of the stock. 
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ARIMA Time Series Modeling Results 

 

Figure 2 Fitted values produced by the ARIMA models used to forecast specific age components of the 2018 

escapement for the Atnarko Chinook salmon stock. 

Stats Tutorial: 

For each age-specific escapement time series, compare the fitted values produced by the ARIMA model against the 

observed (or historical) values of the escapement time series.  Does the ARIMA model appear to provide a good fit to the 

time series? 
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ARIMA Modeling Diagnostics 

 

Figure 3 Diagnostic plots for the ARIMA model used to forecast the age 3 component of the 2018 escapement for the 

Atnarko Chinook salmon stock. 
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Figure 4 Diagnostic plots for the ARIMA model used to forecast the age 4 component of the 2018 escapement for the 

Atnarko Chinook salmon stock. 
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Figure 5 Diagnostic plots for the ARIMA model used to forecast the age 5 component of the 2018 escapement for the 

Atnarko Chinook salmon stock. 
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Figure 6 Diagnostic plots for the ARIMA model used to forecast the age 6 component of the 2018 escapement for the 

Atnarko Chinook salmon stock. 
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Stats Tutorial: 

 

After fitting an ARIMA model to a univariate time series, we need to run diagnostic tests to validate the model. 

 

If the ARIMA model provides a good fit to a univariate time series, the residuals associated with the model should exhibit no 

systematic patterns and  no temporal dependence. 

 

Useful diagnostic plots for verifying that the ARIMA model residuals exhibit no systematic patterns and no temporal 

dependence include: 

 

- Time series plot of the model residuals; 

- Autocorrelation plot of the model residuals; 

- Partial autocorrelation plot of the model residuals; 

- Plot of p-values associated with the Ljung-Box test applied to the model residuals. 

 

The Ljung-Box test is a diagnostic tool used to test the lack of fit of an ARIMA model. The test is applied to the model 

residuals and examines the first m autocorrelations of the residuals. If all of these autocorrelations are very small, we 

conclude that the model does not exhibit significant lack of fit. The Ljung-Box test tests the following hypotheses: Ho: The 

model does not exhibit lack of fit versus Ha: The model exhibits lack of fit. Small p-values for the Ljung-Box test lead to the 

rejection of the alternative hypothesis, suggesting that the model exhibits significant lack of fit. Conversely, large p-values 

suggest that the model does not exhibit significant lack of fit. Since the choice of m is important but somewhat arbitrary, in 

practice we perform the Ljung-Box test for several consecutive values of m to see if the p-values it produces are large for all 

of these values. If they are, then we conclude that the model does not exhibit lack of fit. 

 

If an ARIMA model provides a good fit to a univariate time series, then: 

 

The time series plot of the model residuals should exhibit no systematic patterns; 

The autocorrelation plot of the model residuals should show no significant autocorrelations between the residuals; 

The partial autocorrelation plot of the model residuals should show no significant partial autocorrelations between the 

residuals; 

The p-values associated with the Ljung-Box test should be large for all values of m considered. 
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Forecasting Results 
 

 

Forecasting results are reported numerically and visually for two types of forecasts: 

1) point forecasts; 

2) interval forecasts. 

 

A point forecast is simply a number which represents our best guess of the future value of the age-specific or total 

escapement for the stock of interest based on available historical data. 

 

An interval forecast is not a single number, rather it is a range of values in which we expect the future value of an age-

specific or total escapement series to fall with some (pre-specified) probability. 

 

A couple of remarks are in order in connection with an interval forecast: 

 

The width of the interval forecast conveys information regarding forecast uncertainty (the wider the interval forecast, the 

more uncertain the forecast); 

The interval forecast conveys more information than the associated point forecast. 

 

The interval forecast provided in this report for each abundance time series (age-specific or total) was obtained by applying 

maximum entropy bootstrapping to that series. 

 

The maximum entropy bootstrapping is a time series bootstrapping method introduced by Vinod in 2004 and 2006. The 

method constructs an ensemble of bootstrapped time series using a seven-step algorithm  designed to satisfy the ergodic 

theorem (i.e., the grand mean of all ensembles is close to the sample mean). The algorithm's practical appeal is that it 

avoids all structural change and unit root type testing involving complicated asymptotics  and all shape-destroying 

transformations like detrending or differencing to achieve stationarity.  The constructed ensemble elements retain the basic 

shape and time dependence structure of the  autocorrelation function (ACF) and the partial autocorrelation function (PACF) 

of the original time series. 

Point Forecasts 
Table 4 Point forecasts of the 2018 age-specific and total  escapements for the Atnarko Chinook salmon stock. The 

point forecasts for the age-specific escapement were produced by ARIMA models. The point forecast for the 

total escapement was obtained by totaling the age-specific point forecasts produced by these ARIMA models. 

All point forecasts were rounded to the nearest integer for reporting purposes. 

Terminal 

Run 
Model 

Forecasting 

Year 

Point 

Forecast 

Age 3 
ARIMA(1,0,0) with non-zero mean; Box Cox transformation: lambda= -

0.06552237 
2018 1,611 

Age 4 
ARIMA(1,0,0) with non-zero mean; Box Cox transformation: lambda= -

0.1885261 
2018 4,843 

Age 5 ARIMA(0,1,0); Box Cox transformation: lambda= 0.8275405 2018 4,148 
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Terminal 

Run 
Model 

Forecasting 

Year 

Point 

Forecast 

Age 6 ARIMA(0,1,1); Box Cox transformation: lambda= 0.3381064 2018 248 

Total  2018 10,850 
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Figure 7 Historical escapement values and 2018 point forecast corresponding to the age 3 component of the 

escapement for the Atnarko Chinook salmon stock. The 2018 point forecast was derived from the ARIMA 

model. 

  



62 
 

 

Figure 8 Historical escapement values and 2018 point forecast corresponding to the age 4 component of the 

escapement for the Atnarko Chinook salmon stock. The 2018 point forecast was derived from the ARIMA 

model. 
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Figure 9 Historical escapement values and 2018 point forecast corresponding to the age 5 component of the 

escapement for the Atnarko Chinook salmon stock. The 2018 point forecast was derived from the ARIMA 

model. 
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Figure10 Historical escapement values and 2018 point forecast corresponding to the age 6 component of the 

escapement for the Atnarko Chinook salmon stock. The 2018 point forecast was derived from the ARIMA 

model. 
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Figure 11 Historical total escapement values and corresponding 2018 point forecast for the Atnarko Chinook salmon 

stock. The point forecast of total escapement was obtained by totaling the point forecasts of the age-specific 

escapements produced by the ARIMA models. 
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Interval Forecasts 
Table 5 Point forecasts and associated 80% interval forecasts of the 2018 escapement for the Atnarko Chinook salmon 

stock. The point forecasts for age-specific components of escapement were obtained from ARIMA models.  

The point forecast for total escapement was obtained by adding up the point forecasts for the age-specific 

components of escapement produced by the ARIMA models. Interval forecasts were obtained by maximum 

entropy bootstrap. 

Terminal 

Run 
Model 

Return 

Year 

Point 

Forecast 

Interval 

Forecast 

Age 3 
ARIMA(1,0,0) with non-zero mean; Box Cox transformation: 

lambda= -0.06552237 
2018 1,611 1,235 - 1,945 

Age 4 
ARIMA(1,0,0) with non-zero mean; Box Cox transformation: 

lambda= -0.1885261 
2018 4,843 4,315 - 5,895 

Age 5 ARIMA(0,1,0); Box Cox transformation: lambda= 0.8275405 2018 4,148 3,828 - 5,598 

Age 6 ARIMA(0,1,1); Box Cox transformation: lambda= 0.3381064 2018 248 176 - 385 

Total  2018 10,850 
10,310 - 

12,901 
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Figure 12 Historical escapement values along with the 2018 point forecast and 80% interval forecast of the escapement 

corresponding to the age 3 component of the Atnarko Chinook salmon stock. The point forecast was obtained 

from the ARIMA model.  The interval forecast was obtained by maximum entropy bootstrap. 
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Figure 13 Historical escapement values along with the 2018 point forecast and 80% interval forecast of the escapement 

corresponding to the age 4 component of the Atnarko Chinook salmon stock. The point forecast was obtained 

from the ARIMA model.  The interval forecast was obtained by maximum entropy bootstrap. 
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Figure 14 Historical escapement values along with the 2018 point forecast and 80% interval forecast of the escapement 

corresponding to the age 5 component of the Atnarko Chinook salmon stock. The point forecast was obtained 

from the ARIMA model.  The interval forecast was obtained by maximum entropy bootstrap. 
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Figure 15 Historical escapement values along with the 2018 point forecast and 80% interval forecast of the escapement 

corresponding to the age 6 component of the Atnarko Chinook salmon stock. The point forecast was obtained 

from the ARIMA model.  The interval forecast was obtained by maximum entropy bootstrap. 
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Figure 16 Historical total escapement values and corresponding 2018 point forecast and 80% forecast interval for the 

Atnarko Chinook salmon stock. The point forecast for total escapement was obtained by adding up the point 

forecasts for the age-specific components of escapement produced by the ARIMA models. The interval 

forecast was obtained by maximum entropy bootstrap. 
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Figure 17 Distributions of bootstrapped forecasted escapement values for specific age components of the Atnarko 

Chinook salmon stock, derived on the basis of maximum entropy bootstrapping for the forecasting year 2018. 

The dashed red line indicates the position of the point forecast on the horizontal axis, while the blue segment 

indicates the 80% forecast interval. The point forecasts were obtained on the basis of ARIMA modeling. 
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Figure 18 Distribution of bootstrapped forecasted values for the total escapement corresponding to the Atnarko 

Chinook salmon stock, derived on the basis of maximum entropy bootstrapping for the forecasting year 2018. 

The dashed red line indicates the position of the point forecast of total escapement on the horizontal axis, 

while the blue segment indicates the 80% forecast interval. The point forecast for the total escapementwas 

obtained by adding up the point forecasts for the age-specific components of escapement produced by the 

ARIMA models. 
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Table 6 Estimated probabilities that the actual total escapement value yet to be observed in 2018 for the Atnarko 

Chinook salmon stock is less than or equal to a specific threshold,  greater than a specific threshold  or falls 

between two specific thresholds  (i.e., the threshold located on the previous row and the one located on the 

current row of the table). Probabilities are derived from the distribution of bootstrapped point forecasts of 

total escapement. Maximum entropy bootstrapping was used as a basis for obtaining this distribution. 

Threshold Prob(Actual <= Threshold) Prob(Actual >= Threshold) Interval Probability 

8,500 0% 100% - 

9,000 0.28% 99.72% 0.28% 

9,500 1.24% 98.76% 0.96% 

10,000 4.6% 95.4% 3.36% 

10,500 15.76% 84.24% 11.16% 

10,850 27.24% 72.76% 
17.84% 

11,000 33.6% 66.4% 

11,500 51.28% 48.72% 17.68% 

12,000 68.68% 31.32% 17.4% 

12,500 82.24% 17.76% 13.56% 

13,000 91.72% 8.28% 9.48% 

13,500 96.92% 3.08% 5.2% 

14,000 99% 1% 2.08% 

14,500 99.56% 0.44% 0.56% 

15,000 99.8% 0.2% 0.24% 

15,500 100% 0% 0.2% 
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Retrospective Evaluation of Performance of Point Forecasts 
This section reports the results corresponding to the retrospective evaluation of the performance of the point forecasts 

produced by the ARIMA models for the 2018 age-specific and total  escapement corresponding to the Atnarko Chinook 

salmon stock. 

 

The retrospective evaluation of the performance of the point forecasts assessed how well the ARIMA model performed 

when used for retrospective forecasting of the historical escapement values. For this evaluation, the ARIMA model was fit 

to all of the historical escapement values available prior to a given historical return year, then the fitted model was used to 

forecast the escapement for that year. This evaluation captures how well the model would have performed in practice year 

over year and was performed separately for each age-specific escapement and for the total escapement . 

 

The Transformation, Identification, Estimation and Forecasting steps involved in fitting an ARIMA model to historical values 

of age-specific or total escapement were conducted independently from one retrospective forecasting year to another. In 

other words, the parameter lambda involved in the Box-Cox transformation - if selected by the user - and the order (p, d, q) 

of the ARIMA model were estimated from scratch for each retrospective forecasting year using the historical escapement 

data available up to but not including that year, as explained in the Introduction.  As a consequence, different retrospective 

forecasting years can be expected to yield different values for lambda, p, d and q  for a given age component of  

escapement  or for the total escapement 

 

We initialized the retrospective evaluation with data from the first user-defined number of return years, 18 . 

 

Retrospective forecast errors were defined as the retrospectively forecasted escapement values minus the actual 

escapement values. In view of this definition, positive values for the retrospective forecast errors represent forecasts that 

were high, whereas negative values represent forecasts that were low. 

 

The following retrospective measures were used to characterize different aspects of the retrospective forecasting errors: 

Mean Raw Error (MRE); 

Mean Absolute Error (MAE); 

Mean Percent Error (MPE); 

Mean Absolute Percent Error (MAPE); 

Mean Scaled Error (MASE); 

Root Mean Square Error (RMSE). 

 

MAE and MAPE reflect the overall forecast accuracy accounting for systematic bias and year-to-year variation. 

 

MRE and MPE reflect directional bias in raw and relative forecast errors, respectively, with negative values indicating a 

tendency to under-forecast and positive values reflecting a tendency to over-forecast. 

 

Just like MAE, RMSE  is a measure of the absolute magnitude of the raw retrospective forecast errors, but is more sensitive 

to large values then MAE. 

 

MASE was proposed by Hyndman and Koehler (2006) as a generally applicable, scale-free measure of forecast accuracy. 

This measure never gives infinite or undefined values. In this report, MASE is computed as the average of the absolute 

values of the scaled retrospective forecast errors produced by the ARIMA model. The scaling of the errors involves dividing 
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the errors by the MAE computed from the retrospective forecast errors associated with the naïve model based on the 

escapement for the previous year. A value of MASE less than 1 suggests that the retrospective forecasting accuracy of the 

ARIMA model is better than the retrospective forecasting accuracy of the benchmark naïve model based on the 

escapement for the previous year. A value of MASE greater than 1 suggests that the retrospective forecasting accuracy of 

the ARIMA model is worse than the retrospective forecasting accuracy of the benchmark naïve model based on the 

escapement for the previous year. 

 

To facilitate the interpretation of the retrospective forecast errors, this section reports several types of plots: 

Plots illustrating the performance of the retrospective forecasting evaluation; 

Density plots of the retrospective forecast errors; 

Barplots of the retrospective forecast errors together with the forecast interval corresponding to the forecasting year of 

interest. 

Time series plots displaying the retrospective point forecasts against the actual historical values; 

Scatter plots displaying the retrospective point forecasts against the actual historical values. 

 

Bias coefficients representing a new metric for forecast bias are also reported in numerical and visual form in this section.  

These coefficients are computed from the retrospective forecast errors for the age-specific and total  escapements  using 

the formula developed by Kourentzes, Trapero and Svetunkov  in their 2014 working paper "Measuring the behaviour of 

experts on demand forecasting: a complex task".  In the context of this report, the bias coefficients describe the direction 

and magnitude of the retrospective forecast bias associated with the ARIMA forecasting method. 

 

Generally speaking, the bias coefficients are unit-free and bounded between -1 (maximum negative retrospective forecast 

bias) and 1 (maximum positive retrospective forecast bias). A forecasting method that is always producing retrospective 

point forecasts which are over the observed historical values will have a bias coefficient equal to 1, always over-forecasting. 

A forecasting method that is always producing retrospective point forecasts which are under the observed historical values 

will have a bias coefficient equal to -1, always under-forecasting. Given the bounded nature of the bias coefficient, we can 

describe a forecasting method as strongly biased if |bias coefficient| > 0.5 and weakly biased if 0 < |bias coefficient| <= 0.5, 

providing a simple and intuitive description of the forecast bias behaviour. If the bias coefficient is equal to 0, the 

forecasting method is unbiased. 
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Retrospective Measures of Forecast Performance 
Table 7 Retrospective measures of forecast performance associated with the point forecasts of the 2018 age-specific 

and total escapements for the Atnarko Chinook salmon stock. The point forecasts of age-specific escapements 

were obtained on the basis of ARIMA modeling. The point forecast for the total escapement was obtained by 

adding up the point forecasts for the age-specific components of escapement produced by the ARIMA models. 

Model Class Measure Age 3 Age 4 Age 5 Age 6 Total 

ARIMA MRE -1,189.30 -3,473.56 -363.62 233.86 -4,253.00 

ARIMA MAE 1,572.70 4,806.44 2,954.38 517.86 6,978.00 

ARIMA MPE -0.08 -0.12 0.09 1.75 -0.05 

ARIMA MAPE 0.62 0.50 0.49 1.98 0.35 

ARIMA MASE 0.85 0.76 1.14 1.29 0.81 

ARIMA RMSE 2,186.13 7,582.77 3,365.84 608.61 11,394.54 

Legend:  MRE = Mean Raw Error;  MAE = Mean Absolute Error;  MPE = Mean Percentage Error;  MAPE = Mean Absolute Percentage 

Error;  MASE = Mean Scaled Error;  MSE = Root Mean Square Error. 
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Retrospective Point Forecasts and Forecast Errors 
Table 8 Retrospective point forecasts and associated forecast errors for the age 3 component of the 2018 escapement 

for the Atnarko Chinook salmon stock. Accompanying return years and actual escapement values are also 

reported. The retrospective point forecasts were obtained on the basis of ARIMA modeling. 

Return Year Actual Forecast Error 

2008 1,962 553 -1,409 

2009 1,380 1,486 106 

2010 1,136 1,207 71 

2011 386 1,176 790 

2012 1,812 674 -1,138 

2013 4,818 1,380 -3,438 

2014 2,958 1,960 -998 

2015 7,204 1,940 -5,264 

2016 4,398 2,835 -1,563 

2017 1,912 2,862 950 
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Table 9 Retrospective point forecasts and associated forecast errors for the age 4 component of the 2018 escapement 

for the Atnarko Chinook salmon stock. Accompanying return years and actual escapement values are also 

reported. The retrospective point forecasts were obtained on the basis of ARIMA modeling. 

Return Year Actual Forecast Error 

2009 5,407 2,715 -2,692 

2010 3,476 5,407 1,931 

2011 4,039 3,467 -572 

2012 2,714 4,039 1,325 

2013 10,750 3,334 -7,416 

2014 7,406 4,664 -2,742 

2015 25,331 4,744 -20,587 

2016 12,222 8,971 -3,251 

2017 4,189 6,931 2,742 
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Table 10 Retrospective point forecasts and associated forecast errors for the age 5 component of the 2018 escapement 

for the Atnarko Chinook salmon stock. Accompanying return years and actual escapement values are also 

reported. The retrospective point forecasts were obtained on the basis of ARIMA modeling. 

Return Year Actual Forecast Error 

2010 5,369 4,027 -1,342 

2011 4,065 4,728 663 

2012 2,565 4,411 1,846 

2013 6,949 3,477 -3,472 

2014 7,601 5,149 -2,452 

2015 11,667 5,661 -6,006 

2016 7,760 11,667 3,907 

2017 4,148 8,095 3,947 
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Table 11 Retrospective point forecasts and associated forecast errors for the age 6 component of the 2018 escapement 

for the Atnarko Chinook salmon stock. Accompanying return years and actual escapement values are also 

reported. The retrospective point forecasts were obtained on the basis of ARIMA modeling. 

Return Year Actual Forecast Error 

2011 154 1,050 896 

2012 335 466 131 

2013 173 599 426 

2014 1,215 221 -994 

2015 392 1,091 699 

2016 254 491 237 

2017 146 388 242 
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Table 12 Retrospective point forecasts and associated forecast errors for the 2018 total escapement for the Atnarko 

Chinook salmon stock. Accompanying return years and actual total escapement values are also reported. The 

retrospective point forecasts for the total escapement were obtained by adding up the retrospective point 

forecasts for the age-specific components of escapement produced by the ARIMA models. 

Return Year Actual Forecast Error 

2008 7,288 8,469 1,181 

2009 10,926 7,685 -3,241 

2010 10,497 11,119 622 

2011 8,644 10,421 1,777 

2012 7,426 9,590 2,164 

2013 22,690 8,790 -13,900 

2014 19,180 11,994 -7,186 

2015 44,594 13,436 -31,158 

2016 24,634 23,964 -670 

2017 10,395 18,276 7,881 
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Figure 19 Actual values (grey dots) and retrospectively forecasted values (red dots) of the age 3 component of 

escapement for the Atnarko Chinook salmon stock, derived on the basis of ARIMA modeling. Historical values 

of age-specific Escapement (grey lines) and fitted values produced by the ARIMA modeling (red lines) are also 

shown. Each panel corresponds to a particular retrospective forecasting year. 
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Figure 20 Actual values (grey dots) and retrospectively forecasted values (red dots) of the age 4 component of 

escapement for the Atnarko Chinook salmon stock, derived on the basis of ARIMA modeling. Historical values 

of age-specific Escapement (grey lines) and fitted values produced by the ARIMA modeling (red lines) are also 

shown. Each panel corresponds to a particular retrospective forecasting year. 
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Figure 21 Actual values (grey dots) and retrospectively forecasted values (red dots) of the age 5 component of 

escapement for the Atnarko Chinook salmon stock, derived on the basis of ARIMA modeling. Historical values 

of age-specific Escapement (grey lines) and fitted values produced by the ARIMA modeling (red lines) are also 

shown. Each panel corresponds to a particular retrospective forecasting year. 
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Figure 22 Actual values (grey dots) and retrospectively forecasted values (red dots) of the age 6 component of 

escapement for the Atnarko Chinook salmon stock, derived on the basis of ARIMA modeling. Historical values 

of age-specific Escapement (grey lines) and fitted values produced by the ARIMA modeling (red lines) are also 

shown. Each panel corresponds to a particular retrospective forecasting year. 
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Figure 23 Actual values (grey dots) and retrospectively forecasted values (red dots) of the total escapement for the 

Atnarko Chinook salmon stock, derived on the basis of ARIMA modeling. Historical values of total Escapement 

(grey lines) and fitted values produced by the ARIMA modeling (red lines) are also shown. Each panel 

corresponds to a particular retrospective forecasting year. 
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Figure 24 Density plots of the retrospective forecast errors derived from the ARIMA models used to forecast specific age 

components of the 2018 escapement for the Atnarko Chinook salmon stock. 
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Figure 25 Bias coefficient plots constructed from the retrospective forecast errors produced by the ARIMA models used 

to forecast specific age components of the 2018 escapement for the Atnarko Chinook salmon stock. 
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Figure 26 Density plots of the retrospective forecast errors involved in forecasting the total escapement for the Atnarko 

Chinook salmon stock. 
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Figure 27 Bias coefficient plot constructed from the retrospective forecast errors produced by the ARIMA models used 

to forecast the 2018 total escapement for the Atnarko Chinook salmon stock. 
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Figure 28 Retrospective forecast errors and 80% interval forecast associated with the age 3 component of the 

escapement for the Atnarko Chinook salmon stock, derived on the basis of ARIMA modeling. 
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Figure 29 Retrospective forecast errors and 80% interval forecast associated with the age 4 component of the 

escapement for the Atnarko Chinook salmon stock, derived on the basis of ARIMA modeling. 
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Figure 30 Retrospective forecast errors and 80% interval forecast associated with the age 5 component of the 

escapement for the Atnarko Chinook salmon stock, derived on the basis of ARIMA modeling. 
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Figure 31 Retrospective forecast errors and 80% interval forecast associated with the age 6 component of the 

escapement for the Atnarko Chinook salmon stock, derived on the basis of ARIMA modeling. 
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Figure 32 Retrospective forecast errors and 80% interval forecast associated with the  total escapement for the Atnarko 

Chinook salmon stock, derived on the basis of ARIMA modeling. 
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Forecast Diagnostics 

 

Figure 33 Time series plots of retrospectively forecasted  and actual escapements for specific age components of the 

Atnarko Chinook salmon stock. For each age component, the retrospectively forecasted escapement for a 

given return year was derived by applying ARIMA modeling to the time series of age-specific escapements up 

to (but not including) that return year. 
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Figure 34 Scatterplots of retrospectively forecasted  versus actual escapements for specific age components of the 

Atnarko Chinook salmon stock. Observations in each panel are labeled according to the last two digits of the 

associated historical return years. For each age component, the retrospectively forecasted escapement for a 

given return year was derived by applying ARIMA modeling to the time series of age-specific escapements up 

to (but not including) that return year. 
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Figure 35 Time series plot of retrospectively forecasted and escapements actual total escapements corresponding to the 

return years 2008 - 2017.  The retrospectively forecasted total escapement for a given return year was derived 

by adding up the retrospectively forecasted age-specific escapements up to (but not including) that year. 

ARIMA modeling  was used to obtain the retrospectively forecasted age-specific escapements. 
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Figure 36 Scatterplot of retrospectively forecasted total escapements versus actual total escapements corresponding to 

the return years 2008 - 2017. Observations are labeled according to the last two digits of the associated 

historical return years. The retrospectively forecasted total escapement for a given return year was derived by 

adding up the retrospectively forecasted age-specific escapements up to (but not including) that year. ARIMA 

modeling was used to obtain the retrospectively forecasted age-specific escapements. 

 

 

END OF REPORT 
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Appendix B. Example of ForecastR’s Executive Summary report for multiple models and 
no-age data 
 

 
START OF REPORT 

 

Executive Summary 

  

Stock Name: Stillaguamish 

Stock Species: Chinook salmon 

Abundance Measure: Escapement 

Historical Run Years: 1979 - 2016 

Forecasting Year: 2017 

Forecasting Models:  

Naïve Model (Previous Year) 

Naïve Model (Average of Previous 3 Years) 

Naïve Model (Average of Previous 5 Years) 

ARIMA Model 

Exponential Smoothing Model 

Forecast Performance Measures:  

MRE 

MAE 

MPE 

MAPE 

RMSE 

Best Forecasting Model:  

Exponential Smoothing Model 

Date: 2018-08-22 
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Summary of Forecasting Results 
Table 1 Summary of forecasting results for the 2017 escapement corresponding to the Stillaguamish Chinook salmon 

stock. Results corresponding to the best forecasting model are highlighted in yellow colour. 

Item 
Naïve 

Model 
Naïve Model Naïve Model 

ARIMA 

Model 

Exponential Smoothing 

Model 

Return Year 2017 2017 2017 2017 2017 

Model Description 
Previous 

Year 

Average of Previous 

3 Years 

Average of Previous 

5 Years 
ARIMA(1,1,1) ETS(A,N,N) 

Point Forecast 1,053 828 1,140 1,092 957 

Interval Forecast 945 - 1,079 695 - 921 1,037 - 1,243 929 - 1,137 817 - 1,088 

MRE 50.17 96 98.21 95.28 91.51 

MAE 479.06 352.56 318.83 387.06 299.95 

MPE 0.12 0.17 0.17 0.15 0.15 

MAPE 0.37 0.31 0.28 0.33 0.26 

RMSE 551.29 431.43 410.64 462.17 378.23 

Model-Specific 

Average Rank 
3.4 3.5 3.1 3.5 1.5 

 

For the forecasting model(s) considered in this report, the interval forecast derivation was performed by applying maximum 

entropy bootstrapping to the historical time series of abundance. B = 5000 bootstrap replicates were used per forecasting 

model. 

  



103 
 

Table 2 Point and interval forecasts of escapement corresponding to the Stillaguamish Chinook salmon stock and the 

2017 forecasting year. 

Best Forecasting Model Point Forecast Interval Forecast 

Exponential Smoothing Model 957 817 - 1,088 

 

Table 3 Estimated probabilities that the escapement value yet to be observed in 2017 for the Stillaguamish Chinook 

salmon stock is less than or equal to a specific threshold,  greater than a specific threshold  or falls between 

two specific thresholds  (i.e., the threshold located on the previous row and the one located on the current 

row of the table). Probabilities are derived from the distribution of bootstrapped point forecasts of 2017 

escapement, with the bootstrapped point forecasts being obtained from the exponential smoothing model. 

Thresholds correspond to escapement values. The threshold highlighted in orange represents the point 

forecast of 2017 escapement produced by the exponential smoothing model. 

Threshold Prob(Actual <= Threshold) Prob(Actual >= Threshold) Interval Probability 

550 0.00% 100.00% - 

600 0.04% 99.96% 0.04% 

650 0.24% 99.76% 0.20% 

700 0.98% 99.02% 0.74% 

750 3.54% 96.46% 2.56% 

800 7.70% 92.30% 4.16% 

850 15.12% 84.88% 7.42% 

900 25.60% 74.40% 10.48% 

950 41.46% 58.54% 15.86% 

957 44.20% 55.80% 
23.70% 

1,000 65.16% 34.84% 

1,050 82.60% 17.40% 17.44% 

1,100 91.76% 8.24% 9.16% 

1,150 96.24% 3.76% 4.48% 

1,200 98.38% 1.62% 2.14% 

1,250 99.50% 0.50% 1.12% 

1,300 99.86% 0.14% 0.36% 

1,350 99.98% 0.02% 0.12% 

1,400 100.00% 0.00% 0.02% 
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Figure 1 Historical escapement values and 2017 point forecast corresponding to the escapement for the Stillaguamish 

Chinook salmon stock. The 2017 point forecast was derived via exponential smoothing forecasting. 
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Figure 2 Retrospective forecast errors and 80% interval forecast produced by the exponential smoothing model used 

for forecasting the value of escapement for the Stillaguamish Chinook salmon stock. A positive forecast error 

indicates an over-forecast while a negative forecast error indicates an under-forecast. 
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Table 4 Ranking of models used for forecasting the 2017 escapement associated with the Stillaguamish Chinook salmon stock. Models are first ranked with respect 

to each of the reported retrospective point forecast performance measures, such that the model which achieves the lowest absolute value for that 

measure receives the smallest rank. Model-specific ranks are then averaged across all performance measures to obtain a model-specific average rank. 

Model 
Measure  

MRE MAE MPE MAPE RMSE  

Naïve Model (Previous Year) 50.17 479.06 0.12 0.37 551.29  

Naïve Model (Average of Previous Three Years) 96.00 352.56 0.17 0.31 431.43  

Naïve Model (Average of Previous Five Years) 98.21 318.83 0.17 0.28 410.64  

ARIMA Model 95.28 387.06 0.15 0.33 462.17  

Exponential Smoothing Model 91.51 299.95 0.15 0.26 378.23  

Model 
Rank Average Rank 

MRE MAE MPE MAPE RMSE MRE, MAE, MPE, MAPE, RMSE 

Naïve Model (Previous Year) 1 5 1 5 5 3.4 

Naïve Model (Average of Previous Three Years) 4 3 4.5 3 3 3.5 

Naïve Model (Average of Previous Five Years) 5 2 4.5 2 2 3.1 

ARIMA Model 3 4 2.5 4 4 3.5 

Exponential Smoothing Model 2 1 2.5 1 1 1.5 

Note: Ranking across models is based on the absolute values of the considered performance measures. 
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Table 5 Identifying the best model for forecasting the 2017 escapement associated with the Stillaguamish 

Chinook salmon stock.  The best model (highlighted in yellow) is the one which achieves the smallest 

average rank across all considered retrospective point forecast performance measures.  If two models 

have the same smallest average rank, then the model producing the shortest forecast interval is 

selected. 

Model 
Point 

Forecast 

Interval 

Forecast 

Length of Interval 

Forecast 

Average 

Rank 

Naïve Model (Previous Year) 1,053 945 - 1,079 134 3.4 

Naïve Model (Average of Previous 3 

Years) 
828 695 - 921 226 3.5 

Naïve Model (Average of Previous 5 

Years) 
1,140 1,037 - 1,243 206 3.1 

ARIMA Model 1,092 929 - 1,137 208 3.5 

Exponential Smoothing Model 957 817 - 1,088 271 1.5 
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Appendix C. Examples of input files 
C1. Example of ‘forecastR_phase4’ .csv input file for age-specific data. The example below includes data for three 
environmental/biological covariates with the first two lined-up by brood year and the third one lined up by return year. If a user 
incorporates covariates for complex sibling regression modeling, the user needs to consider the appropriate time lags when lining up 
covariate data. The example below also includes placeholder fields for auxiliary data required for users interested in exploring 
return-rate mechanistic modeling. Covariate header must be entered as ‘Cov_name’ whereas auxiliary data must be entered as 
‘Pred_name’ 
 

 

Stock_Name Stock_Species Stock_Abundance Forecasting_Year Run_Year Brood_Year Age_Class Average_Escapement Average_Terminal_Run Covariate1 Covariate2 Covariate3 Juv_Outmigrants Hat_Releases Spawners

Stock A Chinook salmon Terminal Run 2016 1991 1988 3 NA 607 -0.179 -0.614 2.34 NA NA NA

1992 1988 4 NA 3926 -0.179 -0.614 -2.45 NA NA NA

1993 1988 5 NA 2722 -0.179 -0.614 -0.15 NA NA NA

1994 1988 6 NA 166 -0.179 -0.614 1.46 NA NA NA

1992 1989 3 NA 1301 -0.356 0.266 -2.45 NA NA NA

1993 1989 4 NA 1881 -0.356 0.266 -0.15 NA NA NA

1994 1989 5 NA 3335 -0.356 0.266 1.46 NA NA NA

1995 1989 6 NA 219 -0.356 0.266 -0.34 NA NA NA

1993 1990 3 NA 644 -0.419 0.611 -0.15 NA NA NA

1994 1990 4 NA 2928 -0.419 0.611 1.46 NA NA NA

1995 1990 5 NA 3648 -0.419 0.611 -0.34 NA NA NA

1996 1990 6 NA 772 -0.419 0.611 -1.13 NA NA NA

1994 1991 3 NA 57 0.928 0.643 1.46 NA NA NA

1995 1991 4 NA 434 0.928 0.643 -0.34 NA NA NA

1996 1991 5 NA 1702 0.928 0.643 -1.13 NA NA NA

1997 1991 6 NA 55 0.928 0.643 -0.23 NA NA NA

1995 1992 3 NA 893 1.417 0.346 -0.34 NA NA NA

. . . . . . . . . . .

. . . . . . . . . . .

. . . . . . . . . . .

2013 2007 6 NA 137 -1.293 -0.682 1.41 NA NA NA

2011 2008 3 NA 1170 -0.613 0.332 2.23 NA NA NA

2012 2008 4 NA 2540 -0.613 0.332 1.43 NA NA NA

2013 2008 5 NA 1688 -0.613 0.332 1.41 NA NA NA

2014 2008 6 NA 109 -0.613 0.332 0.91 NA NA NA

2012 2009 3 NA 2546 -0.313 -0.336 1.43 NA NA NA

2013 2009 4 NA 10176 -0.313 -0.336 1.41 NA NA NA

2014 2009 5 NA 2418 -0.313 -0.336 0.91 NA NA NA

2015 2009 6 NA 170 -0.313 -0.336 -1.04 NA NA NA

2013 2010 3 NA 3035 -1.231 -0.702 1.41 NA NA NA

2014 2010 4 NA 5681 -1.231 -0.702 0.91 NA NA NA

2015 2010 5 NA 2943 -1.231 -0.702 -1.04 NA NA NA

2014 2011 3 NA 1154 -1.100 -0.099 0.91 NA NA NA

2015 2011 4 NA 5320 -1.100 -0.099 -1.04 NA NA NA

2015 2012 3 NA 4188 -1.152 -0.068 -1.04 NA NA NA
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C2. Example of ‘forecastR_phase4’ .csv input file for total-abundance data with one environmental/biological covariate.  
 

 
 
 
 
 
 
 
 
 
 
 

S tock_Name S tock_S pec ies S tock_Abundance F orecas ting_Year R un_Year B rood_Year Age_C las s Average_E s capement Average_Terminal_R un C ov_VarName3

S tock B C hinook s almon Terminal R un 2016 1994 NA Total NA 6486 1.46

1995 NA Total NA 5194 -0.34

1996 NA Total NA 9211 -1.13

1997 NA Total NA 10026 -0.23

1998 NA Total NA 8245 -3.42

1999 NA Total NA 8064 0.55

2000 NA Total NA 6856 -0.45

2001 NA Total NA 11660 -1.82

2002 NA Total NA 18089 0.3

2003 NA Total NA 10906 -3.84

2004 NA Total NA 9974 -0.34

2005 NA Total NA 8114 -0.75

2006 NA Total NA 4717 1.21

2007 NA Total NA 4308 0.93

2008 NA Total NA 3809 0.4

2009 NA Total NA 4562 4.57

2010 NA Total NA 4438 -2.41

2011 NA Total NA 6172 2.23

2012 NA Total NA 6776 1.43

2013 NA Total NA 15036 1.41

2014 NA Total NA 9362 0.91

2015 NA Total NA 12621 -1.04
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C3. Example of ‘ForecastR_Phase3_Release4’ .csv input file for age-specific data. 

 

S tock_Name S tock_S pec ies S tock_Abundance F orecas ting_Year R un_Year B rood_Year Age_C las s Average_E s capement C V_E s capement Average_Terminal_R un C V_Terminal_R un Average_P roduction C V_P roduction

S tock C C hinook s almon E s capement 2018 1990 1987 3 1013 NA NA NA NA NA

NA 1991 1987 4 3476 NA NA NA NA NA

NA 1992 1987 5 16074 NA NA NA NA NA

NA 1993 1987 6 1865 NA NA NA NA NA

NA 1991 1988 3 828 NA NA NA NA NA

NA 1992 1988 4 14288 NA NA NA NA NA

NA 1993 1988 5 14918 NA NA NA NA NA

NA 1994 1988 6 1507 NA NA NA NA NA

NA 1992 1989 3 2143 NA NA NA NA NA

NA 1993 1989 4 13986 NA NA NA NA NA

NA 1994 1989 5 12664 NA NA NA NA NA

NA 1995 1989 6 949 NA NA NA NA NA

NA 1993 1990 3 4662 NA NA NA NA NA

NA 1994 1990 4 9574 NA NA NA NA NA

NA 1995 1990 5 14242 NA NA NA NA NA

NA 1996 1990 6 989 NA NA NA NA NA

NA 1994 1991 3 4432 NA NA NA NA NA

NA 1995 1991 4 6330 NA NA NA NA NA

NA 1996 1991 5 10219 NA NA NA NA NA

NA 1997 1991 6 1298 NA NA NA NA NA

NA 1995 1992 3 1899 NA NA NA NA NA

NA 1996 1992 4 7252 NA NA NA NA NA

NA 1997 1992 5 5626 NA NA NA NA NA

NA 1998 1992 6 770 NA NA NA NA NA

NA 1996 1993 3 2307 NA NA NA NA NA

NA 1997 1993 4 3462 NA NA NA NA NA

NA 1998 1993 5 6543 NA NA NA NA NA

NA 1999 1993 6 174 NA NA NA NA NA

NA 1997 1994 3 865 NA NA NA NA NA

NA 1998 1994 4 3849 NA NA NA NA NA

NA 1999 1994 5 7412 NA NA NA NA NA

NA 2000 1994 6 928 NA NA NA NA NA

. . . . . . . . . .

. . . . . . . . . .

. . . . . . . . . .
NA 2011 2008 3 386 NA NA NA NA NA

NA 2012 2008 4 2714 NA NA NA NA NA

NA 2013 2008 5 6949 NA NA NA NA NA

NA 2014 2008 6 1215 NA NA NA NA NA

NA 2012 2009 3 1812 NA NA NA NA NA

NA 2013 2009 4 10750 NA NA NA NA NA

NA 2014 2009 5 7601 NA NA NA NA NA

NA 2015 2009 6 392 NA NA NA NA NA

NA 2013 2010 3 4818 NA NA NA NA NA

NA 2014 2010 4 7406 NA NA NA NA NA

NA 2015 2010 5 11667 NA NA NA NA NA

NA 2016 2010 6 254 NA NA NA NA NA

NA 2014 2011 3 2958 NA NA NA NA NA

NA 2015 2011 4 25331 NA NA NA NA NA

NA 2016 2011 5 7760 NA NA NA NA NA

NA 2017 2011 6 146 NA NA NA NA NA

NA 2015 2012 3 7204 NA NA NA NA NA

NA 2016 2012 4 12222 NA NA NA NA NA

NA 2017 2012 5 4148 NA NA NA NA NA

NA 2016 2013 3 4398 NA NA NA NA NA

NA 2017 2013 4 4189 NA NA NA NA NA

NA 2017 2014 3 1912 NA NA NA NA NA
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C4. Example of ‘ForecastR_Phase3_Release4’ .csv input file for total-abundance data. 
 

 
 

S tock_Name S tock_Abundance S tock_S pec ies F orecas ting_Year R un_Year Average_E s capement C V_E s capement Average_Terminal_R un C V_Terminal_R un Average_P roduction C V_P roduction

S tock D Terminal R un C hinook s almon 2018 1979 NA NA 66358 NA NA NA

1980 NA NA 74611 NA NA NA

1981 NA NA 77899 NA NA NA

1982 NA NA 82030 NA NA NA

1983 NA NA 80559 NA NA NA

1984 NA NA 105611 NA NA NA

1985 NA NA 139111 NA NA NA

1986 NA NA 162760 NA NA NA

1987 NA NA 147530 NA NA NA

1988 NA NA 171564 NA NA NA

1989 NA NA 184225 NA NA NA

1990 NA NA 172722 NA NA NA

1991 NA NA 156834 NA NA NA

1992 NA NA 189546 NA NA NA

1993 NA NA 188133 NA NA NA

1994 NA NA 140106 NA NA NA

1995 NA NA 117122 NA NA NA

1996 NA NA 218251 NA NA NA

1997 NA NA 148144 NA NA NA

1998 NA NA 143545 NA NA NA

1999 NA NA 154294 NA NA NA

2000 NA NA 188482 NA NA NA

2001 NA NA 212075 NA NA NA

2002 NA NA 147769 NA NA NA

2003 NA NA 165223 NA NA NA

2004 NA NA 153494 NA NA NA

2005 NA NA 132480 NA NA NA

2006 NA NA 151915 NA NA NA

2007 NA NA 123388 NA NA NA

2008 NA NA 112038 NA NA NA

2009 NA NA 126901 NA NA NA

2010 NA NA 114904 NA NA NA

2011 NA NA 95091 NA NA NA

2012 NA NA 81097 NA NA NA

2013 NA NA 96349 NA NA NA

2014 NA NA 97188 NA NA NA

2015 NA NA 154141 NA NA NA

2016 NA NA 102650 NA NA NA

2017 NA NA 56483 NA NA NA
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Appendix D. Installation guidelines  
 

Instructions to use ForecastR Version ‘forecastR_phase4’ 3 

ForecastR is available in 2 configurations: 

 Shiny App: Interactive interface for exploring and ranking alternative forecast models. 

 R Package: Command line access to the computational engine. 

Releasing forecastR as a package has several benefits: 

 user has the option to generate forecasts and associated output with command line 
calls in R. 

 guarantee that forecasts will be run using same code that the Shiny app utilizes. 

 the functionality is documented with a regular structure. 

 code is controlled in a manner that prevents accidental breakage by users. 

 code updates are easily rolled out and the user will not have conflicting code versions 
(as may occur if relying on scripts). 

 ease of integration with Shiny app. 

The package contains code for fitting alternative models, calculating forecasts, and creating 
diagnostic plots. Users familiar with R can set up efficient custom scripts. For example, loop 
through a large number of input files (stocks), and for each input file: 

 apply a standard set of models, 

 compare their performance, 

 do the model ranking, and 

 present a forecast based on the best model. 

See sample code here). 

To run the app on the available servers: Go to the ForecastR App or ForecastR App PSC load in a 
data file, and explore the alternative forecast models. To run the app users do not require 
having ‘forecastR_phase4’ installed in their computers. Users only need an internet connection 
and to have an input file in their computers ready to be uploaded using the GUI. 

To install the package: Go to the ForecastR Package and follow the installation instructions. 
Users can look at an example on how to build a custom script to automate your analyses (like 
this demo script). 

                                                           
3 For downloading and instructions on the use of ‘ForecastR_Phase3_Release4’ see the README file in 
https://github.com/avelez-espino/ForecastR_Phase3_Release4  

https://github.com/avelez-espino/Ck-ForecastR-Releases/wiki/4-Using-the-ForecastR-Package
https://solv-code.shinyapps.io/forecastr/
https://psc1.shinyapps.io/ForecastR/
https://github.com/MichaelFolkes/forecastR_package
https://github.com/avelez-espino/Ck-ForecastR-Releases/blob/master/1_DEMO_SCRIPT.R
https://github.com/avelez-espino/ForecastR_Phase3_Release4
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To run the app locally: Download the most recent zip folder  (Open this link in a new tab, then 
click the Download button), then run the 1_LaunchGUI.R script. Alternatively, type in R:  

> source("../R/1_LaunchApp.R") 

> launchForecastR(local=TRUE) 

 

Additional information about the computational steps for each model fit and forecast, as well 
as the subsequent steps (retrospective, bootstrap, ranking) can be found in the wiki pages of 
the forecastR Releases GitHub site: https://github.com/avelez-espino/Ck-ForecastR-
Releases/wiki . 
 

 

Data Files 

‘forecastR_phase4’ requires a single .csv input file. Users forecasting on the basis of age-specific 

data have to format their data following the C1 example in Appendix C (or C3 if using 

‘ForecastR_Phase3_Release4’) whereas users counting only with total-abundance data have to 

format their data following the C2 (or C4 if using ‘ForecastR_Phase3_Release4’) example. 

 

Required Programs / Versions 

In order to run ‘ForecastR_Phase3_Release4’, users need to have a Java version 1.6.0 or 

greater. Java and R architectures (32-bit vs. 64-bit) must be compatible. The launchForecastR() 

function does a Java vs. R version check before launching.  

 

If necessary, manually install Java:  

https://java.com/en/download/help/windows_manual_download.xml  

 ‘forecastR_phase4’ has been tested on the following systems: 

* Windows 10 Pro 64 Bit / Office 365 / R 3.5.1 32Bit Install /  Java 1.8.0_171-b11 32Bit 

* Windows 7 / Office 10 / R 3.5.0 64Bit Install / Java 1.8.0_181 64Bit 

* Windows 7 / Office 10 / R 3.5.0 32Bit Install / Java 1.8.0_181 32Bit 

* Windows 7 / Office 16 / R 3.5.0 64Bit Install / Java 1.8.0_181 64Bit 

* Windows 7 / Office 16 / R 3.5.0 32Bit Install / Java 1.8.0_181 32Bit 

 

ForecastR requires MS Office to generate reports as Word documents. In addition, 

‘forecastR_phase4’ can run model pre-check and PDF reports without having MS Office. 

 

 

https://github.com/avelez-espino/Ck-ForecastR-Releases/tree/master/Zipped_Releases
https://github.com/avelez-espino/Ck-ForecastR-Releases/wiki
https://github.com/avelez-espino/Ck-ForecastR-Releases/wiki
https://java.com/en/download/help/windows_manual_download.xml
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Required R Packages 

ForecastR uses many R packages (i.e., dependencies), which are installed automatically from 

CRAN. However, ‘ForecastR_Phase3_Release4’ also uses 2 packages that are not on CRAN, and 

are installed via the devtools() function from GitHub. These are ‘ReporterRs’ and 

‘ReporteRsjars’ by David Gohel: http://davidgohel.github.io/ReporteRs/  

Package installation may give some warnings of function overwrite, but the install sequence 

and function calls have been set up to avoid any conflicts. 

 

Statistical Notes 

ForecastR does not accept time series with missing data. The inclusion of imputing algorithms 

was considered in previous developmental phases of ForecastR but the idea was abandoned in 

favor of external preparation of input files without missing data. 

On rare occasions, the presence of legitimate "zeros" in a time series produces bizarre output 

and statistics in ForecastR. If this happens, user options are:  

   * to explore the alternative bootstrapping methods in ForecastR, maximum entropy  

      ('meboot') or loess bootstrapping ('stlboot'), 

   * to experiment with and without the inclusion of the Box-Cox transformation, or 

   * to aggregate abundance data from two ages into a single age class. Imputing "ones"  

      can sometimes improve the quality of the output. 

 

Users need to be aware that forecasting models, but in particular time series models, require a 

reasonable number of data points. Time series long enough are necessary to produce reliable 

forecasts using the ARIMA or Exponential Smoothing modules. "Very" short time series (e.g., 

less than 15 data points) can be problematic for the operation of these modules or simply 

produce unreliable forecasts. 

 

 
 
 
 
 
 
 
 
 
 
 

http://davidgohel.github.io/ReporteRs/
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